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Abstract 

Cities are challenged by rapid technological and behavioral shifts, exposing limitations in 

traditional urban modeling. This thesis introduces a novel, data-driven, and modular 

approach to urban analytics centered on Explainable Machine Learning, leveraging multi-

source data from Halifax. The research develops specialized, interoperable modules across 

three key domains. First, the activity scheduling system combines Explainable Boosting 

Machines (EBMs) and deep learning (LSTM, 80% accuracy) for robust, equity-focused 

daily activity chain predictions. Second, for business dynamics, a spatial Graph Neural 

Network forecasts establishment counts (R² = 0.739), while firm-level EBMs forecast sales 

and employment growth. Third, EBMs predict household electric vehicle adoption, 

identifying density, income, and charging infrastructure as key drivers. These modular, 

transferable frameworks offer an evidence-based toolkit for urban policy and scenario 

analysis. This work demonstrates that explainable ML delivers actionable, transparent 

insights, paving the way for adaptive planning approaches to replace lengthy, resource-

intensive traditional models. 
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Chapter 1  

Introduction 

1.1  The Challenge of Urban Systems Prediction 

Modern cities function as vast, dynamic networks shaped by the countless interactions of 

human activities, economic transactions, and technological transitions. Understanding and 

predicting these patterns is foundational to sustainable urban planning and effective public 

policy (Waddell, 2002; Miller et al., 2004). Yet despite decades of progress in urban 

modelling, two fundamental, interrelated challenges continue to constrain the field's ability 

to provide adaptive, integrated intelligence for planning practice. 

The Calibration and Transferability Challenge: Traditional urban models, including 

even sophisticated activity-based frameworks developed over the past two decades, remain 

difficult to calibrate, update, and transfer across contexts. These models can require the 

estimation and calibration of hundreds of behavioral parameters to match the detailed 

characteristics of a specific region (Agriesti et al., 2023). This parameter-intensive 

calibration process is resource-demanding and time-consuming, often requiring specialized 

expertise and months of effort. Moreover, these models exhibit limited transferability: 

applications developed for one city cannot be easily adapted to another without substantial 

recalibration (Bhat et al., 2014). 

When urban conditions shift due to new policies, technological disruptions, or external 

shocks such as the COVID-19 pandemic; updating these models to reflect emerging 

behaviors often requires restarting the calibration process, a challenge practitioners have 

described as "calibration hell" (Hunt et al., 2005). As a result, many operational models lag 

behind the rapidly evolving realities they are meant to represent, limiting their utility for 

adaptive planning in dynamic urban environments. 

Cross-Domain Isolation: A second, equally fundamental challenge is that urban 

modelling continues to operate through isolated, incompatible frameworks across different 

domains of urban systems. While modern activity-based models have achieved integration 
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within the travel behavior domain, they remain largely disconnected from complementary 

dimensions of urban change. Business location and employment forecasting models, land-

use evolution models, and technology adoption models are typically developed separately, 

often by different research communities using incompatible methodologies and data 

structures (Wegener, 2004). 

Activity-based travel models often take employment locations and business distributions 

as exogenous inputs rather than modelling them as co-evolving systems. Conversely, 

business forecasting models rarely account for how changes in travel patterns or 

accessibility might reshape destination attractiveness. Technology adoption models are 

frequently built in isolation, with only coarse connections to the detailed activity patterns 

that drive adoption decisions. This separation creates a siloed understanding of urban 

change, where critical feedback loops between domains are ignored or oversimplified. 

These challenges represent fundamental barriers to the creation of adaptive, integrated, and 

policy-relevant urban intelligence systems capable of responding to the accelerating pace 

of urban transformation. 

1.2  A New Paradigm: Modular, Data-Driven Urban Analytics 

The proliferation of urban data and the rapid advancement of machine learning (ML) offer 

a path to overcome these limitations. This thesis argues that the most effective way forward 

is not to build another monolithic, all-encompassing integrated model, but to develop an 

ecosystem of interoperable, data-driven building blocks, each designed for adaptability, 

transparency, and empirical rigor. 

Machine learning models are designed to learn intricate, non-linear relationships directly 

from data (Athey, 2017). This data-driven nature makes them inherently adaptable: instead 

of being bound by fixed behavioral formulas, ML models can be efficiently retrained or 

fine-tuned as new information becomes available. This represents a fundamental shift from 

the static calibration paradigm to one of continuous learning and evolution. By developing 

distinct ML modules for each urban domain, activity scheduling, business dynamics, and 

electric vehicle adoption, this thesis creates a suite of expert components. Each module can 

be developed, tested, and updated independently, avoiding the brittleness of tightly-coupled 
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systems. However, unlike the isolated frameworks of traditional approaches, these modules 

are designed with a shared methodological foundation: each emphasizes explainability, 

temporal validation, and data-driven learning. This shared foundation enables them to 

function as complementary components of a coherent system rather than perpetuating 

cross-domain isolation. 

This modularity offers immense practical advantages. Planners can deploy only the 

modules they need for specific tasks. A module can be rapidly updated with new data to 

reflect emerging trends, such as a surge in remote work or a new transit investment, without 

requiring complete system recalibration. The outputs of one model can become inputs for 

another, creating pathways for future integration where components learn from and inform 

one another. 

This thesis operationalizes this "building block" philosophy by developing and rigorously 

validating three complementary modules within the Halifax Regional Municipality 

context. The result is a methodological blueprint for the next generation of urban analytics, 

one that is agile, transparent, and ready to meet the challenges of rapidly changing urban 

environments. 

1.3  Research Gaps and Objectives 

While machine learning shows promise for urban systems analysis, two critical gaps limit 

its practical application and scientific rigor. First, the tension between model accuracy and 

policy-relevant interpretability remains largely unresolved, with most approaches 

sacrificing one for the other (Ribeiro et al., 2016). Complex models may achieve high 

performance but offer limited insight into causal factors, while simpler models often cannot 

capture non-linear relationships in urban data. Second, most urban modelling studies rely 

on static cross-sectional validation, failing to test whether models maintain accuracy when 

applied to future time periods or different economic conditions (Molnar, 2022). Chapter 2 

provides a comprehensive review of these gaps and their implications for urban modelling 

practice. 
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Research Objectives 

The primary objective of this thesis is to propose and demonstrate the viability of a modular 

machine learning framework for urban systems analysis, where each component is 

designed for temporal robustness, interpretability, and future integration. To achieve this, 

the thesis pursues three specific objectives, each corresponding to the development of a 

core "building block": 

1. Advance activity-based travel demand modelling by developing a modular, two-

phase approach that integrates a skeletal activity scheduler using interpretable 

Explainable Boosting Machines (EBMs) with cluster-informed bidirectional LSTM 

architectures for activity sequencing, enabling robust prediction of 24-hour human 

schedules with the capacity for retraining on new data to adapt to changing 

contexts. 

2. Develop business activity prediction frameworks by deploying Graph Neural 

Networks (GNNs) for spatial estimation of business counts across urban zones, and 

EBMs for detailed firm-level forecasting of sales revenue and employment, with 

strong emphasis on temporal resilience through static, short-term, and long-range 

recursive validation scenarios. 

3. Model household mobility ownership decisions by applying explainable machine 

learning methods to forecast the likelihood of battery-electric, hybrid, and 

conventional vehicle adoption, leveraging detailed household survey and spatial 

policy data to uncover key behavioral drivers and policy sensitivities. 

By developing these three components using a consistent methodological ethos 

emphasizing explainability and rigorous temporal validation, this thesis demonstrates how 

to build the foundations of a truly adaptive, transparent, and temporally robust urban 

intelligence system. Each module serves as both a standalone tool for planners and a proof 

of concept for a new paradigm in data-driven urban analytics. 
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1.4  Thesis Organization 

This thesis is organized as follows: 

Chapter 2: Literature Review 

Reviews key developments in activity-based modelling, business forecasting, and 

technology adoption in urban systems, with special emphasis on data-driven and machine 

learning approaches. 

Chapter 3: Activity-Based Travel Demand Modeling 

Presents the design and validation of a modular, two-step approach for human activity 

scheduling, integrating skeletal activity scheduling via EBMs and sequence modelling with 

cluster-informed bidirectional LSTMs. 

Chapter 4: Business Activity Modeling 

Details the deployment of graph neural networks (GNNs) for spatial estimation of business 

counts and EBMs for predicting firm-level sales revenue and employee size, highlighting 

methods for temporal validation and uncertainty assessment. 

Chapter 5: Household Mobility Ownership Prediction 

Applies explainable machine learning to forecast household adoption probabilities for 

battery-electric, hybrid, and conventional vehicles, using detailed survey and policy-

adjusted spatial data. 

Chapter 6: Conclusion 

Summarizes the major contributions of each module, discusses the integration pathways 

between them, and offers recommendations for future research and the practical 

deployment of this modular framework for urban intelligence systems. 
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Chapter 2  

Literature Review 

The effective governance of modern cities hinges on our ability to understand and predict 

the complex, interdependent systems that define urban life. This chapter establishes the 

theoretical and methodological context for this thesis by critically reviewing three 

foundational pillars of urban analytics. First, it examines the evolution and issues of 

traditional urban modelling paradigms. Second, it explores the emergence of machine 

learning as a powerful, data-driven framework for unifying these disparate domains. 

Finally, it addresses the critical tension between predictive accuracy and policy-relevant 

transparency, making the case for Explainable AI (XAI) as an indispensable component of 

trustworthy urban science. 

2.1  The Need for Integrated Urban Systems Modeling 

Urban modelling has undergone significant evolution over the past five decades, 

progressing from aggregate spatial interaction frameworks to sophisticated agent-based 

microsimulations (Wegener, 2004; Wang et al., 2024). Early Land Use-Transportation 

Interaction (LUTI) models established the foundational principle that transportation 

systems and land use patterns are inextricably linked through reciprocal feedback loops 

(Hansen, 1959; Lowry, 1964; Wegener, 2004). Despite their conceptual elegance, these 

early frameworks relied on aggregate zonal data and assumed population homogeneity, 

restricting their ability to represent the diverse behavioral responses that characterize real 

urban systems (Timmermans, 2003). 

The recognition of these limitations spurred the development of Integrated Urban Models 

(IUMs) and Activity-Based Models (ABMs), which represented a paradigmatic shift 

toward microsimulation and behavioral realism (Waddell, 2002; Miller et al., 2004; 

Nguyen et al., 2025). Activity-based frameworks reconceptualized travel as a derived 

demand stemming from the necessity to participate in spatially and temporally distributed 

activities, moving beyond simplistic trip-generation approaches (Ben-Akiva & Bowman, 

1998). A comprehensive review of demand generation models within activity-based 
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frameworks shows that various methodologies have been developed to capture activity 

scheduling, location choice, and mode selection in unified microsimulation platforms 

(Nguyen et al., 2025). Well-established implementations such as UrbanSim (Waddell, 

2002), CEMDAP (Bhat et al., 2004), TASHA (Miller & Roorda, 2003), ALBATROSS 

(Arentze & Timmermans, 2004), and more recent models like ABIT (Moeckel et al., 2024) 

have incorporated sophisticated individual decision-making mechanisms, substantially 

enhancing behavioral realism in travel demand forecasting. 

Despite these methodological advances, modern urban models including sophisticated 

activity-based frameworks continue to face substantial calibration and transferability 

challenges that constrain their practical deployment (Agriesti et al., 2023). Contemporary 

activity-based models require the estimation and calibration of hundreds of behavioral 

parameters to match the detailed socio-demographic, spatial, and travel characteristics of 

specific regions (Agriesti et al., 2023). Recent implementations, such as the Gen3 Model 

for the National Capital Region and SCAG's 2024 Regional Travel Demand Model, 

involved extensive calibration processes with dozens of component models requiring 

careful tuning to local conditions (Cambridge Systematics, 2024; SCAG, 2024). Research 

employing Bayesian optimization techniques to automate calibration demonstrates that 

even with advanced computational methods, the process remains demanding and requires 

substantial expert judgment (Agriesti et al., 2023). 

Moreover, these models exhibit limited transferability across contexts: applications 

developed for one metropolitan area typically cannot be adapted to another without 

substantial recalibration efforts, as behavioral parameters, network characteristics, and 

socioeconomic structures vary significantly across regions (Bhat et al., 2014; Khalil, 2025). 

The challenge becomes particularly acute when models must be updated to reflect changing 

urban conditions. When behavioral patterns shift due to policy interventions, technological 

disruptions, economic shocks, or external crises such as the COVID-19 pandemic, updating 

traditional models to reflect emerging behaviors often requires restarting the calibration 

process, a phenomenon, practitioners have characterized as "calibration hell" (Hunt et al., 

2005; Khalil, 2025). A recent dissertation on next-generation integrated urban models 

emphasizes that global shifts including remote working, evolving shopping habits, and 
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electric vehicle adoption underscore the need for more adaptable modelling frameworks 

(Khalil, 2025). 

A second fundamental challenge is that urban modelling continues to operate through 

isolated, methodologically incompatible frameworks across different domains of urban 

systems (Wegener, 2004; Wang et al., 2024). While modern activity-based models have 

achieved impressive integration within the travel behavior domain, they remain largely 

disconnected from complementary dimensions of urban change (Nguyen et al., 2025; 

Rezvany et al., 2024). A recent systematic review highlights that interdisciplinary 

integration remains a critical trend for urban model development, yet most models continue 

to treat different urban subsystems separately (Wang et al., 2024). Activity-based travel 

models commonly take employment locations, business distributions, and land-use 

configurations as exogenous inputs rather than modelling them as co-evolving, endogenous 

systems (Wegener, 2004; Waddell, 2002). Technology adoption models such as those 

predicting electric vehicle uptake or autonomous vehicle adoption are frequently built as 

standalone choice models with only coarse connections to the detailed activity patterns and 

travel contexts that ultimately drive adoption decisions (Khalil, 2025). 

This cross-domain isolation reduces both the behavioral realism and policy relevance of 

urban models, creating a disconnect between the integrated nature of urban systems and 

the fragmented tools available to understand and manage them (Wang et al., 2024). Recent 

efforts to develop next-generation integrated urban models emphasize the need for 

frameworks that can capture interdependencies across transportation, land use, 

demographics, and technology adoption, including global shifts like remote working, 

evolving shopping habits, and electric vehicle uptake (Wang et al., 2024; Li et al., 2025). 

A systematic review underscores that while interdisciplinary integration is a critical trend, 

most models still treat subsystems separately, perpetuating silos in LUTI and ABM 

paradigms (Khalil, 2025; Meta et al., 2022). These persistent challenges, calibration 

complexity and cross-domain isolation, highlight the need for a fundamental rethinking of 

urban modelling methodologies, particularly through data-driven machine learning 

approaches that learn complex relationships directly from observed data while enabling 
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modular, interoperable component design (Razavi et al., 2025; Li et al., 2025; Meta et al., 

2022). 

2.2  Machine Learning as a Unifying Framework for Urban 

Prediction 

Machine learning offers a fundamentally different approach to urban systems modelling by 

learning complex patterns directly from data rather than relying solely on predetermined 

behavioral theories or hand-crafted decision rules (Athey, 2017; Wang et al., 2024). This 

data-driven nature directly addresses the calibration and transferability challenges 

identified in Section 2.1. Unlike traditional models that require manual specification and 

tuning of hundreds of parameters for each new context, ML models can be trained on local 

data and efficiently retrained or fine-tuned when conditions change or new datasets become 

available (Agriesti et al., 2023; Koushik et al., 2023). This capability represents a 

fundamental shift from the static calibration paradigm where updating models requires 

restarting resource-intensive processes to one of continuous learning and evolution that can 

adapt to emerging trends, policy changes, or external shocks without complete system 

recalibration (Khalil, 2025). 

Recent applications across urban domains have demonstrated that machine learning can 

achieve superior predictive performance while maintaining practical deployability. Studies 

applying deep learning architectures to activity scheduling have shown that data-driven 

approaches can capture temporal dependencies and behavioral complexity without relying 

on predefined decision structures, achieving better representation of diverse activity 

patterns than conventional discrete choice frameworks (Koushik et al., 2023; Shone & 

Hillel, 2024). In spatial modelling contexts, graph-based neural architectures have proven 

effective at capturing relational dependencies and networked phenomena such as inter-firm 

economic influences and spatial autocorrelation that extend beyond what traditional zone-

based approaches can represent (Lei et al., 2024; Kaiser et al., 2025). For technology 

adoption and discrete choice problems, modern ML methods have demonstrated capacity 

to model non-linear relationships and interactions among decision factors with greater 

flexibility than conventional utility-maximization frameworks (Panahandeh et al., 2025). 
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Beyond addressing the calibration challenge, machine learning also provides a pathway 

toward integration across urban domains, potentially overcoming the cross-domain 

isolation problem discussed in Section 2.1. While ML models may be developed as distinct 

modules for different subsystems, their shared foundation in empirical data allows them to 

be interconnected in ways that traditional models built on incompatible theoretical 

frameworks and calibration procedures cannot easily achieve (Khalil, 2025; Wang et al., 

2024). The outputs of one ML model, such as predicted business growth patterns or 

employment distributions, can become inputs for another model predicting activity 

scheduling or travel demand. This modular yet interoperable design enables the 

construction of flexible urban intelligence systems where components can be developed, 

validated, and updated independently while still contributing to an integrated analytical 

framework (Wang et al., 2024). 

However, the advanced predictive capabilities of sophisticated ML architectures come at a 

potential cost: reduced interpretability. Complex models like deep neural networks often 

operate as opaque "black boxes" whose internal decision-making processes are difficult to 

trace or explain, raising significant concerns in policy domains that demand transparency 

for trust, accountability, and evidence-based decision-making (Koushik et al., 2023; Shone 

& Hillel, 2024). This tension between predictive accuracy and policy-relevant 

interpretability represents a critical challenge that must be addressed for machine learning 

to fulfill its potential as a unifying framework for urban analytics. The following section 

examines this interpretability imperative and reviews approaches, particularly Explainable 

AI techniques that aim to bridge the gap between model performance and stakeholder 

comprehension. 

2.3  Bridging the Black Box: The Imperative of Explainable AI 

in Urban Policy 

The advanced predictive capabilities of sophisticated machine learning architectures come 

at a significant cost: reduced interpretability. Complex models like deep neural networks 

often operate as opaque "black boxes" whose internal decision-making processes are 

difficult to trace or explain, raising concerns in policy domains that demand transparency 

for trust, accountability, and evidence-based decision-making (Ribeiro et al., 2016; Molnar, 
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2022). Recent systematic reviews emphasize that explainable artificial intelligence (XAI) 

methods are no longer optional but essential for trustworthy urban science, particularly 

when models inform high-stakes policy decisions regarding infrastructure investments, 

land-use regulations, or sustainability interventions (Darvishvand et al., 2025; Panahandeh 

et al., 2025). 

Two broad approaches have emerged to address interpretability challenges. Post-hoc 

techniques such as SHAP and LIME attempt to explain black-box models after training by 

approximating local decision boundaries or quantifying feature contributions (Ribeiro et 

al., 2016; Lundberg & Lee, 2017). While valuable, these methods offer only 

approximations of model logic and can be inconsistent or misleading (Molnar, 2022). 

Inherently interpretable "glass-box" models provide a more reliable alternative by 

producing explanations as part of their core structure. Explainable Boosting Machines 

(EBMs) represent a particularly promising approach, combining the predictive 

performance of gradient boosting methods with the intelligibility of generalized additive 

models (Nori et al., 2019; Lou et al., 2013). EBMs estimate feature contributions and 

interactions through additive functions that can be directly visualized, enabling both global 

interpretability showing how each variable impacts predictions overall and local 

interpretability detailing the reasons for specific outcomes. 

Recent applications have demonstrated EBM effectiveness across urban domains requiring 

interpretable machine learning, including building energy modelling, construction 

productivity forecasting, and activity schedule prediction (Darvishvand et al., 2025; 

Rodriguez et al., 2025; Koushik et al., 2023). Unlike post-hoc explanation methods that 

approximate black-box behavior, EBMs offer consistent, reliable explanations that directly 

reflect their decision logic, enabling urban planners to validate model alignment with 

domain knowledge and communicate findings effectively to non-technical stakeholders 

(Nori et al., 2019). This transparency becomes essential for democratic legitimacy when 

machine learning models inform decisions affecting transportation investments, land-use 

regulations, or public resource allocation (Kuziemski & Misuraca, 2020). 

The table 2.1 and Figure 2.1 below critically compares these modelling paradigms. 
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Table 2.1 Comparison of Modelling Paradigms 

Modeling Paradigm Interpretability Adaptability & 

Scalability 

Handling of 

Complexity 

Traditional 

Econometric 

High (theory-

based) 

Low (requires 

recalibration) 

Moderate (limited by 

functional form) 

Black-Box ML (e.g., 

LSTM, GNN) 

Very Low 

(opaque) 

High (data-

driven) 

High (learns non-

linearities) 

Explainable ML 

(e.g., EBM) 

High (inherently 

transparent) 

High (data-

driven) 

High (learns non-

linearities) 

 

 

Figure 2.1  Conceptual Comparison of Modeling Paradigms (Picard, 2021) 

2.4  Research Positioning and Contributions 

The literature review identifies critical gaps constraining adaptive, integrated urban 

modelling frameworks. Contemporary approaches continue to struggle with calibration 

complexity and limited transferability across contexts (Agriesti et al., 2023; Khalil, 2025). 

Urban modelling remains characterized by cross-domain isolation, with separate 

frameworks lacking systematic integration pathways (Wang et al., 2024; Nguyen et al., 

2025). While machine learning offers promising solutions, the tension between predictive 

accuracy and policy-relevant interpretability remains largely unresolved (Ribeiro et al., 

2016; Molnar, 2022). Finally, most studies rely on static cross-sectional validation, failing 

to test temporal robustness, a critical limitation for long-range forecasting applications 

(Molnar, 2022; Khalil, 2025). 
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This thesis directly addresses these gaps by applying a unified and explainable machine 

learning framework across three interconnected urban domains: human activity scheduling, 

business dynamics, and electric vehicle adoption. It demonstrates how to balance predictive 

performance with policy-relevant transparency through systematic application of 

Explainable Boosting Machines, establishes rigorous temporal validation protocols testing 

model robustness across multiple years and forecasting scenarios, and develops modular 

yet interoperable modelling components designed with shared methodological 

foundations. By operationalizing these contributions within the Halifax Regional 

Municipality context, this work provides both standalone tools for practitioners and a 

cohesive demonstration of how machine learning can enable the next generation of 

adaptive, transparent, and temporally robust urban intelligence systems. 
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Chapter 3  

Predicting Person’s Activity Schedule 

3.1  Introduction 

Predicting when, where, and how individuals allocate time across daily activities forms a 

critical foundation for responsive transportation planning, infrastructure optimization, and 

sustainable urban development (Bhat et al., 2004; Miller & Roorda, 2003). This chapter 

operationalizes the thesis's core methodological principle of balancing predictive power 

with interpretability within the activity scheduling domain, where both calibration rigidity 

and the black box challenge identified in Chapters 1 and 2 are particularly acute (Rasouli 

& Timmermans, 2014; Koushik et al., 2023). 

Traditional activity-based models (ABMs), while representing a paradigmatic shift from 

trip-based approaches, continue to rely on complex systems of rule-based algorithms and 

heuristic decision structures that require extensive calibration, exhibit limited 

transferability, and struggle to adapt when behavioral patterns shift due to policy changes 

or external disruptions (Ben-Akiva & Bowman, 1998; Castiglione et al., 2015). The 

emergence of machine learning offers a data-driven alternative capable of learning 

temporal dependencies directly from observed schedules without predetermined decision 

rules (Drchal et al., 2019; Shone & Hillel, 2025). However, advanced architectures such as 

Long Short-Term Memory (LSTM) networks, despite their superior predictive capabilities, 

operate as "black boxes" whose decision logic remains opaque, undermining stakeholder 

trust and limiting policy utility (Hochreiter & Schmidhuber, 1997; Koushik et al., 2023). 

3.1.1 Research Objectives 

This chapter pursues three interconnected technical objectives. First, develop a skeletal 

activity scheduler providing transparent, policy-relevant insights into activity choice 

drivers through EBM's inherent interpretability (Lou et al., 2012; Nori et al., 2019). Second, 

establish systematic knowledge transfer mechanisms demonstrating how interpretable 

skeletal insights inform and validate the design of sophisticated deep learning architectures. 

Third, create a comprehensive prediction framework generating complete 24-hour 
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schedules that incorporate behavioral segmentation, handle temporal dependencies 

bidirectionally, and address class imbalance through targeted training protocols (Hochreiter 

& Schmidhuber, 1997; Hafezi et al., 2021). 

3.1.2 Framework Innovation 

To achieve these objectives, this chapter introduces a two-phase hybrid framework that 

directly addresses the interpretability-performance trade-off. Phase 1 develops a skeletal 

activity scheduler using Explainable Boosting Machines (EBM) to provide rapid, 

transparent insights into the demographic and household drivers of activity choices, 

establishing a glass-box foundation for understanding what factors shape daily schedules 

and why (Lou et al., 2012; Nori et al., 2019). Phase 2 extends this to a comprehensive 24-

hour scheduler using a cluster-informed bidirectional LSTM architecture that leverages 

behavioral segmentation to capture population heterogeneity while modelling full-day 

temporal dependencies with high fidelity (Koushik et al., 2023; Hafezi et al., 2021). The 

strategic progression from simplified to comprehensive modelling enables systematic 

knowledge transfer: insights from the interpretable skeletal model inform the architecture 

design, feature engineering, and behavioral segmentation strategy of the deep learning 

model (Allahviranloo et al., 2017). 

3.1.3 Methodological Contributions 

Beyond delivering operational tools, this chapter advances activity scheduling 

methodology in three critical dimensions. First, it demonstrates how glass-box and black-

box models can function as complementary rather than competing approaches, with the 

former providing policy-facing interpretability and the latter delivering simulation-grade 

predictive precision (Ribeiro et al., 2016; Caruana et al., 2015). Second, it introduces a 

progressive minority training strategy that addresses the severe class imbalance inherent in 

activity data, where rare but behaviorally significant activities such as shopping and 

recreation are systematically underrepresented, without sacrificing overall model 

performance (Lin et al., 2017; Koushik et al., 2023). Third, it establishes a multi-faceted 

evaluation framework extending beyond standard accuracy metrics to assess sequence-

level functional correctness through novel adaptations of the Sequence Alignment Method 

(SAM), recognizing that semantically similar misclassifications (e.g., "Home Chore" vs. 
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"Staying at Home") may be functionally equivalent from a transportation modelling 

perspective (Koushik et al., 2023). 

By bridging the gap between interpretable behavioral insights and high-fidelity predictive 

modelling, this chapter provides both a practical scheduling system for transportation 

planners and a methodological template for integrating explainable and black-box machine 

learning in urban analytics (Waddell, 2002; Ben-Akiva & Lerman, 1985). The framework 

directly addresses the calibration complexity and interpretability challenges established in 

Chapter 1 while operationalizing the explainable AI principles advocated in Chapter 2, 

demonstrating that transparency and performance need not be mutually exclusive in 

modern urban modelling systems (Athey, 2017). 

3.2  Literature Review 

Activity scheduling research sits at the intersection of behavioral modelling, temporal 

prediction, and transportation planning, where the ability to forecast when, where, and why 

individuals engage in daily activities provides essential input for infrastructure planning, 

demand management, and policy analysis (Bhat et al., 2004; Miller & Roorda, 2003). As 

established in Chapter 2.1, activity-based models emerged as a paradigmatic shift from 

trip-based approaches by reconceptualizing travel as derived demand stemming from 

spatially and temporally distributed activities (Ben-Akiva & Bowman, 1998). Early 

implementations such as ALBATROSS, TASHA, and CEMDAP advanced behavioral 

realism through sophisticated decision structures (Arentze & Timmermans, 2004; Miller & 

Roorda, 2003; Bhat et al., 2004), while more recent frameworks like ADAPTS, 

SimMobility, ILUTE, and iTLE have pursued greater integration by coupling activity 

scheduling with traffic assignment, land use dynamics, and multi-modal transportation 

systems within comprehensive microsimulation platforms (Auld et al., 2012; Adnan et al., 

2016; Miller et al., 2011; Shahrier et al., 2024). 

Despite these advances in system integration, all such frameworks continue to rely on 

complex rule-based algorithms, econometric submodels, and heuristic scheduling 

procedures that prove difficult to calibrate, exhibit limited transferability, and struggle to 

adapt when behavioral patterns shift due to policy changes or external disruptions (Rasouli 
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& Timmermans, 2014; Castiglione et al., 2015). The emergence of machine learning offers 

a data-driven alternative that addresses these calibration and rigidity challenges by learning 

temporal dependencies directly from observed schedules without predetermined decision 

rules (Drchal et al., 2019; Shone & Hillel, 2025). Recent implementations have 

demonstrated that ML approaches can automatically discover complex, non-linear 

relationships in activity data while maintaining scalability across large, high-dimensional 

datasets. The Data-Driven Activity Scheduler (DDAS) proposed by Drchal et al. (2019) 

replaced traditional rule-based scheduling by training machine learning models to generate 

activity sequences directly from mobility data, simplifying system architecture while 

maintaining behavioral realism. Shone and Hillel (2025) employed deep generative models 

to learn joint distributions of activity types, timings, and transitions, enabling rapid 

synthesis of diverse, high-fidelity synthetic schedules without relying on complex rule-

based submodels. 

3.2.1 Long Short-Term Memory Networks and Sequential Prediction 

Long Short-Term Memory networks have emerged as particularly effective architectures 

for sequential activity modelling due to their specialized ability to capture long-range 

temporal dependencies through sophisticated gating mechanisms (Hochreiter & 

Schmidhuber, 1997). Unlike traditional neural networks that process inputs independently, 

LSTMs maintain both short-term and long-term contextual information through forget 

gates, input gates, and output gates, enabling predictions that consider past events and 

anticipated future activities within unified temporal frameworks (Hochreiter & 

Schmidhuber, 1997; Lipton et al., 2015). 

The bidirectional variant of LSTM architecture processes sequences in both forward and 

backward directions simultaneously, capturing contextual information from both preceding 

and subsequent activities (Graves & Schmidhuber, 2005). This bidirectional processing 

capability proves particularly valuable for activity scheduling, where human planning 

inherently involves both retrospective reflection on morning commitments and prospective 

consideration of afternoon and evening constraints (Koushik et al., 2023). Bidirectional 

LSTMs enable more realistic generation of complex activity chains and temporal 
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transitions by incorporating future context during model training, allowing the model to 

leverage full-day information to enhance accuracy at each time step. 

3.2.2 Behavioral Segmentation and Population Heterogeneity 

Human activity patterns exhibit significant heterogeneity across demographic and 

socioeconomic groups, necessitating sophisticated approaches to capture population-level 

behavioral diversity while maintaining individual-level prediction accuracy (Goulias, 

1999; Kitamura & Fujii, 2004). Clustering-based segmentation has shown particular 

promise for identifying latent behavioral patterns that transcend simple demographic 

categorizations, enabling models to recognize that individuals with similar 

sociodemographic profiles may pursue fundamentally different daily routines 

(Allahviranloo & Recker, 2013). Allahviranloo and Recker (2013) employed k-means 

clustering to uncover behavioral patterns before using AdaBoost algorithms to estimate 

activity start times and durations from sociodemographic profiles, demonstrating that 

systematic activity pattern variation across population segments improves overall model 

performance. 

Random Forest classifiers have been applied to activity prediction tasks when combined 

with prior population segmentation, recognizing that targeted modelling of distinct 

behavioral groups enhances predictive accuracy beyond global models applied uniformly 

across all populations (Hafezi et al., 2021). The integration of behavioral segmentation 

with bidirectional LSTM architectures remains relatively underexplored, yet offers 

significant potential for capturing both population-level diversity and individual-level 

temporal dependencies simultaneously. 

3.2.3 Addressing Class Imbalance in Activity Data 

The challenge of class imbalance represents a critical consideration in activity scheduling 

models, where frequent activities like staying home or working dramatically outnumber 

rare but behaviorally significant activities like shopping or recreation (Lin et al., 2017). 

Traditional machine learning approaches often struggle with such imbalanced datasets, 

leading to models that achieve high overall accuracy while failing to capture minority class 

behaviors crucial for comprehensive transportation planning. Recent methodological 
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advances have addressed this through sophisticated loss function designs, particularly 

Focal Loss implementations that concentrate model learning on hard-to-predict, 

underrepresented classes by dynamically down-weighting well-classified examples (Lin et 

al., 2017). This loss function modification enables models to allocate greater computational 

resources to learning minority activity types without sacrificing overall accuracy. 

Progressive training strategies that combine generalization phases with minority-focused 

refinement have demonstrated success in maintaining overall model performance while 

improving prediction accuracy for rare but important activity types (Koushik et al., 2023). 

3.2.4 Sequence Evaluation and Behavioral Validity 

Evaluation methodologies for activity scheduling must extend beyond traditional 

classification metrics to assess functional correctness and behavioral plausibility of 

generated sequences (Drchal et al., 2019). The Sequence Alignment Method (SAM) 

provides a comprehensive measure that accounts for insertions, deletions, and substitutions 

while penalizing functionally significant errors more heavily than minor misclassifications, 

enabling nuanced assessment of prediction quality beyond simple accuracy metrics. 

Grouped evaluation frameworks treat semantically similar activities as equivalent 

categories (e.g., Home Chore and Staying at Home), recognizing that certain prediction 

errors may be functionally equivalent from a transportation modelling perspective. This 

multi-faceted evaluation approach ensures that activity scheduling models are assessed not 

merely on technical precision but on whether generated schedules maintain behavioral 

plausibility and time budget constraints inherent in human activity patterns. 

3.2.5 Research Gaps and Study Positioning 

Despite these advances, several critical gaps motivate the two-phase framework proposed 

in this chapter. First, while machine learning approaches have demonstrated superior 

predictive capabilities, the integration of interpretability remains underexplored, with most 

existing approaches sacrificing either accuracy for transparency or vice versa, limiting 

practical utility for transportation planning that requires both high performance and 

stakeholder trust. Second, the progression from simplified to comprehensive modelling 

lacks systematic frameworks for knowledge transfer between phases, missing opportunities 

to leverage insights from simpler approaches to inform more complex architectures. Third, 
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the combination of behavioral segmentation with bidirectional LSTM architectures 

remains relatively unexplored despite its potential for capturing both population-level 

heterogeneity and individual-level temporal dependencies. Finally, evaluation frameworks 

balancing semantic accuracy with functional correctness require further advancement, as 

current approaches often emphasize either detailed accuracy metrics or aggregate 

behavioral validation without comprehensive multi-dimensional assessment. 

As discussed in Chapter 2.3, Explainable Boosting Machines address black-box challenges 

by providing inherent interpretability through glass-box design, making them particularly 

suited for establishing transparent foundations that can inform subsequent deep learning 

architectures (Lou et al., 2012; Nori et al., 2019). These identified gaps provide the 

foundation for the two-phase methodological framework, which aims to bridge the divide 

between interpretable behavioral insights and sophisticated predictive capabilities while 

establishing systematic approaches for knowledge transfer and comprehensive evaluation. 

3.3  Data and Preprocessing 

3.3.1 HaliTRAC Survey Description 

The Halifax Travel Activity (HaliTRAC) Survey collected detailed individual, household, 

and travel data from 3,731 households and 5,095 individuals across the Halifax Regional 

Municipality. Each participating household provided demographic and socioeconomic 

information, including household size, income, residential status, vehicle ownership, and 

preferences regarding electric vehicle adoption. At the individual level, data were gathered 

on age, gender, educational attainment, and employment status. In addition to demographic 

data, each household member completed a 24-hour travel diary documenting all activities 

and trips undertaken from 3:00 a.m. on the assigned day to 3:00 a.m. the following 

morning. The travel log recorded comprehensive information on activity participation, 

including the location of each activity, arrival and departure times, travel mode used, and 

any accompanying individuals. 
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Table 3.1 Model inputs and key variables from survey data. 

Variable Category N 
Survey 

(%) 

Census 

(%) 
Description 

Age 

<25 292 12.72 12.9 

Age distribution of the respondents 
25-55 845 36.82 43.7 

55-75 951 41.44 34 

>75 207 9.02 9.1 

Gender 
Male 1180 51.42 48.7 Gender identity as self-reported by 

respondents Female 1115 48.58 51.3 

Employment 

Full-time 1022 44.53 
51.9 

Employment status of the respondents 
Part-time 73 3.18 

Retired 930 40.52 40.5 

Student 270 11.76 7.6 

Education 

University 1271 55.38 33.7 

Educational attainment of the 

respondents 

College 377 16.43 19.8 

Highschool 494 21.53 25.3 

No degree 153 6.67 12.1 

Household 

Size 

One 262 11.42 29.88 Total number of people living in a 

household. (Sample average size: 2.53; 

Census average size: 2.3) 

Two 994 43.31 37.31 

Three of more 1039 45.27 32.8 

Vehicle 

Ownership 

One 765 33.33 - 
Total number of vehicles owned or 

available to the household 
Two 1070 46.62 - 

Three or more 460 20.04 - 

Household 

Location 

Urban 450 20.41 - 
Indicates whether the household is in an 

urban, suburban, or rural area. 
Suburban 1334 60.5 - 

Rural 421 19.09 - 

Major 

Activity 

Type 

Mandatory 978 42.61 - Categorizes activities into Mandatory 

(e.g., work or school), Maintenance (e.g., 

shopping, health care, personal errands), 

and Discretionary (e.g., recreation, 

dining, social visits) etc. 

Maintenance 465 20.26 - 

Discretionary 852 37.12 - 

3.3.2 Data Cleaning and Encoding 

Raw HaliTRAC diaries underwent a multi‐step cleaning procedure to ensure quality and 

consistency. First, implausible entries (e.g., overlapping activity intervals, missing 

timestamps) were flagged and resolved by interpolating nearest valid records or consulting 

auxiliary questionnaire data. Second, travel segments shorter than two minutes were 

merged into adjacent activities to eliminate noise. Third, categorical variables such as 

gender, employment status, and education level were encoded using one‐hot 

representations. Continuous variables (e.g., age, household income) were standardized to 

zero mean and unit variance to facilitate model convergence. 
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3.3.3 Methodological Framework 

The overall data and modelling workflow is summarized in Figure 3.1. This flowchart 

provides a visual roadmap of the two‐phase approach, linking data preparation to 

subsequent modelling steps. This framework transforms raw demographic and spatial 

inputs (defined in Table 3.1) into two distinct outcomes: a transparent understanding of 

activity drivers (Phase 1) and a high-fidelity 24-hour schedule for simulation (Phase 2) 

 

Figure 3.1 Two‐phase methodological framework for activity schedule prediction. 

3.4  Phase 1: Skeletal Activity Scheduler 

The modelling framework (Figure 3.1) began with training an LSTM network (LSTM 1) 

on the prepared dataset to predict daily activity sequences. LSTM was selected for its 

ability to model temporal dependencies in sequential data, such as recurring weekday 

patterns (e.g., “Home → Work → Home”). However, LSTM 1 achieved limited prediction 

accuracy, primarily generating repetitive sequences and struggling to capture infrequent or 

complex activity chains (e.g., multi-stop trips like “Home → Work → Shopping → 
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Home”). This limitation may stem from the dataset’s size and variability, as the relatively 

small sample size (3,892 individuals) and sparse representation of complex sequences 

likely hindered the model’s ability to generalize effectively. 

To address this, we simplified the problem by categorizing activity sequences into five 

interpretable classes using predefined rules (Figure 3.3). Sequences were classified based 

on the presence and combination of core activities (Work, School, Other). For instance, 

sequences containing “School” were labeled as School (S), while those with both “Work” 

(W) and “Other” (O) became Work and Other (W-O). Sequences with multiple “Other” 

activities (e.g., shopping, recreation) were grouped as Multiple Other (O-O), while 

standalone “Other” (O) or “Work” (W) sequences formed distinct classes. This 

categorization reduced sequence complexity and standardized inputs (Figures 2 and 3 

illustrate the distribution of original vs. simplified sequences). 

 
Figure 3.2 Original Activity Sequences 

 
Figure 3.3 New Activity Sequences 

The reformulated classification task enabled two parallel modelling approaches: 

1. LSTM 2: A refined LSTM architecture trained on truncated sequences (length 2 

instead of 6), focusing on dominant short-term dependencies (e.g., morning 

commute patterns). 

2. EBM: An Explainable Boosting Machine applied to analyze feature contributions 

(e.g., income, employment status) to sequence predictions. 

While LSTM 2 improved accuracy by prioritizing core temporal relationships, EBM 

provided critical interpretability, revealing how household attributes and individual factors 
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influenced activity chains. This dual approach ensured robustness (via LSTM’s sequence 

modelling) and transparency (via EBM’s feature insights), laying a foundation for scaling 

to more complex sequences in future work. The architectures of the LSTM and EBM 

models are detailed in Table 3.2. 

Table 3.2 Architecture of LSTM and EBM 

LSTM Architecture EBM Architecture 

• Input Layer: Shape (sequence_length, 

num_features) 

• LSTM Layers: 

o Layer 1: 128 units, tanh 

o Layer 2: 64 units, tanh 

• Dropout Layer: Rate 0.2 

• Dense Layer: 32 units, relu 

• Output Layer: num_classes units, softmax 

• Compilation: categorical crossentropy loss, 

Adam optimizer 

• Input: Categorical and numerical 

features 

• Training Configuration: 

o Iterations: 100 

o Learning rate: 0.01 

o Max bins: 256 (for 

efficient feature binning) 

• Output: Additive feature 

contributions 

3.5  Skeletal Activity Scheduler - Results 

The LSTM 1 model, which predicted sequences of length 6, achieved an accuracy of 

37.29%, with a SAM (Sequence Alignment Map) distance of 1.6, indicating significant 

misalignment due to penalties for additions (1), deletions (1), and substitutions (2). Given 

the low accuracy and high misalignment, LSTM 2 was introduced with a sequence length 

of up to 2 to improve prediction reliability. This model achieved an accuracy of 70.25% for 

both activity and position within the sequence, correctly identifying the presence of 'Work' 

in sequences containing it 94.38% of the time, 'Other' 92.48% of the time, and 'School' 

85.13% of the time. 

Similarly, the EBM model, which predicted sequences in five categories, attained an 

accuracy of 73.73% for activity and its position in the sequence.  It demonstrated strong 

performance in identifying the presence of 'Work' within sequences containing it 92.5% of 

the time, 'School' 85.14% of the time, and 'Other' 81.39% of the time. The SAM distances 



25 

 

were 0.65 for EBM and 0.62 for LSTM 2, suggesting comparable alignment between their 

predicted and actual sequences. The higher accuracy and lower SAM distances of LSTM 

2 and EBM compared to LSTM 1 justify the decision to simplify sequence length, aligning 

with real-world patterns where short sequences are more frequent as seen in HaliTRAC 

survey where about 70% of the activity sequences have length 2 or less. 

 

 

Figure 3.4 Global Feature Importance 

 

Figure 3.5 Partial dependence diagram 

for Employment status 

 

Figure 3.6 Partial dependence diagram for 

Education Level 

 

Figure 3.7 Partial dependence diagram 

for Trip Day 
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When comparing the predictions of both models, 83.51% of sequences were identical 

between LSTM 2 and EBM, indicating strong agreement. Rather than suggesting a direct 

integration of these models, this finding implies that EBM insights can be leveraged to 

refine future LSTM-based models, particularly in understanding feature contributions to 

activity sequences. 

The global feature importance diagram (Figure 3.4) highlights that employment status, age, 

education level, and possession of a driver’s license are the most influential factors in 

activity sequences, while house ownership, dwelling type, and sex have minimal impact. 

The partial dependence plots reveal distinct activity trends: 

• Employment status: Students predominantly engage in school activities, while 

retirees and part-time workers are more involved in other activities such as 

shopping and recreation. Full-time workers primarily participate in work or 

combined work and other activities (Figure 3.5). 

• Income: Lower-income households (<$75,000) engage more in school and other 

activities, whereas higher-income households favor work-related activities. 

• Age: Teenagers and young adults prioritize school, working-age adults focus on 

work, and senior citizens engage in other activities. 

• Education level: Those with lower education levels tend to participate in school 

activities, while individuals with university degrees have more diverse activity 

patterns (Figure 3.6). 

• Household characteristics: Larger households (3+ members) tend toward school 

activities, while multi-activity days decrease as household size increases. 

• Vehicle ownership increases the likelihood of performing multiple activities (e.g., 

work and other activities). 

• Bicycle ownership is associated with a higher likelihood of work and other 

activities. 

• Homeowners are more engaged in other activities, while renters focus on work and 

school. 

• Residents in single-detached homes prefer other activities, whereas apartment 

dwellers are more likely to engage in work and school. 
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• Length of residence: Established residents (20+ years in the same location) engage 

more in other activities, whereas newcomers are more focused on school-related 

activities. 

• Trip day: School and work-related activities peak on Mondays, with a gradual 

decline by Friday as other activities, such as recreation and socializing, start to 

increase, especially for retirees and those with more flexible schedules (Figure 3.7). 

3.6  Phase 2: Comprehensive Activity Scheduler - Methods 

3.6.1 Timestep Methodology 

  The 24-hour travel diary data was preprocessed into unidimensional temporal 

sequences by dividing the full day (1,440 minutes) into 96 fixed-length intervals of 15 

minutes. Each interval was assigned a unique character representing one of eight 

predefined activity categories based on the activity undertaken during that time. This 

process involved analyzing individual-level time-use logs and encoding each 15-minute 

segment using an activity character. The resulting 96-character sequences allowed for a 

compact yet behaviourally meaningful representation of daily schedules. Table 3.3 presents 

the activity codes, their description whereas Figure 3.8 shows a sample 96-character 

activity chain with different characters and colors indicating different activity types. 

Table 3.3 Activity Codes and their description 

Activity Type Code Description 

Staying at 

Home 
H 

Non-work in-home activities including leisure, and sleep, excluding 

remote work and household chores. 

On-site Work W 
Attending the workplace for regular job duties or conducting work-

related activities such as meetings or business calls. 

Remote Work T 
Engaging in paid work from a home setting, including telecommuting 

or virtual office tasks. 

Educational 

Activity 
S 

Participation in school-related tasks including daycare, formal 

education, or study sessions. 

Errands and 

Shopping 
M 

Conducting routine errands like shopping for groceries, household 

goods, or personal items 
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Activity Type Code Description 

Leisure and 

Recreation 
R 

Social or entertainment-based activities such as dining out, attending 

events, or visiting friends. 

Home chore C 
Performing domestic tasks such as cooking, cleaning, home repair, or 

caregiving duties. 

Personal 

business 
P 

Engaging in non-routine personal tasks such as medical appointments, 

fitness sessions, banking, or pick-up/drop-off duties. 

 

 

Figure 3.8 Activity Schedule Representation in 96-time steps 

3.6.2 Data Representation and Preprocessing 

The foundation of the proposed model is a dataset of daily activity schedules derived from 

travel survey data. To transform this raw information into a format suitable for a deep 

learning model, a comprehensive preprocessing pipeline was developed. 

Input Feature Construction: The input features are a combination of demographic 

attributes and a novel, data-driven behavioural feature. 

• Demographic Features: These include user attributes such as gender, employment 

status, education level, and age. 

• User Cluster ID: A key innovation in the proposed framework is the inclusion of a 

cluster-based user segmentation mechanism. Prior to model training, individuals were 

grouped into behaviourally similar segments using the k-prototypes algorithm, which 

is well-suited for mixed data types. The clustering was based on four variables: 

Household Size and Vehicle Ownership (continuous), and Household Location and 

Major Activity Type (categorical). The resulting cluster memberships were encoded as 

categorical features and incorporated into the predictive model. This design allows the 

model to account for both individual-level attributes and latent group-level behavioural 
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patterns, enhancing contextual awareness and predictive performance, as demonstrated 

in the ablation studies (Section 4.2). 

Encoding and Scaling: To prepare the features for the neural network, standard 

transformations were applied. Categorical features, including the User Cluster ID, were 

one-hot encoded to create a sparse binary representation that avoids introducing false 

ordinal relationships. Continuous features like 'Age' were normalized to a [0, 1] range using 

Min-Max scaling to ensure stable gradient descent during training. 

Data Partitioning: To ensure a robust and unbiased evaluation, the dataset was partitioned 

into training (70%), validation (10%), and test (20%) sets. A stratified sampling strategy 

was employed based on the first activity of the day. This guarantees that the distribution of 

initial daily activities (e.g., 'Home', 'Work') is consistent across all data splits, mitigating 

potential biases and leading to a more reliable assessment of the model's generalization 

capabilities. 

3.6.3 Clustered-Informed Bidirectional LSTM Architecture 

At the heart of the proposed approach is a novel Long Short-Term Memory based neural 

network architecture that functions as a prediction engine, specifically designed to capture 

the complex temporal dependencies inherent in daily activity schedules. The model is 

inspired by the logic of human planning, where knowledge of the individual and the full-

day context jointly inform decisions throughout the day. The LSTM was chosen for its 

proven ability to learn long-range sequential patterns, an essential capability for modelling 

the full 24-hour period. Figure 3.9 illustrates this process, which unfolds in four conceptual 

steps. 
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Figure 3.9 Bi-LSTM Model Architecture 

Step 1: Creating a "Behavioural Signature" (Feature Extractor Block): 

The model first receives the static User Profile (demographics and behavioural cluster ID). 

This information is fed into a series of dense layers that act as a Context Encoder. This 

block's job is to distill the raw input features into a rich, internal "behavioural signature" 

which is a dense vector that numerically represents the user's likely needs, constraints, and 

tendencies. 

Step 2: Preparing the Daily Canvas (Tiling): 

The model now has a single "behavioural signature" for the user. To make a prediction for 

the entire day, this signature is tiled, or "stamped," onto each of the 96-time steps. This 

ensures that when the model considers what to do at 8:00 AM, it has the full context of the 

user (e.g., 'a full-time employee from the commuter cluster'). 

Step 3: Generating the Schedule with Foresight (Bidirectional LSTM Block): 

This is when the sequential prediction happens. The 96-step sequence, now enriched with 

the user's signature at every step, is processed by a stack of bidirectional LSTMs (Bi-

LSTMs). An LSTM is a type of network specifically designed to understand sequences, 

but the bidirectional component is critical. It processes the entire 96-step day in two passes: 

Forward Pass (Morning to Night): It learns the probability of an activity based on what 

came before it. 
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Backward Pass (Night to Morning): It learns by looking at what is planned for the future. 

This bidirectional view is analogous to human planning. For example, a person may know 

they must leave work by 5 PM due to a dinner reservation at 7 PM. The Bi-LSTM enables 

the model to use this type of foresight, making each prediction (e.g., for 4:45 PM) informed 

by both past activities and future obligations. 

Step 4: Making the Final Decision (Output Layer): 

After the Bi-LSTM block has processed the full sequence, a final time-distributed dense 

layer acts as a decision-maker for each of the 96-time steps. At each step, it looks at the 

processed sequential information and outputs a probability score for every possible activity 

(Home, Work, Shopping, etc.). The activity with the highest probability is chosen as the 

final prediction for that 15-minute interval, thereby completing the 24-hour schedule. 

3.6.4 Progressive Minority Training Strategy 

A central challenge in modelling human activity is the inherent and often extreme class 

imbalance; activities like 'Shopping' or 'Recreation' are far less frequent than 'Home' or 

'Work'. To address this, a specialized training protocol termed Progressive Minority 

Training was developed and evaluated. This protocol combines a sophisticated loss 

function with a multi-phase training regimen. 

Loss Function: While standard weighted cross-entropy provides a baseline for imbalance 

handling, Focal Loss (40) was employed to further concentrate the model's learning on 

hard-to-predict, underrepresented classes. Focal Loss dynamically down-weights the loss 

assigned to well-classified examples, thereby encouraging the model to prioritize 

challenging cases. Mathematically, Focal Loss is defined as: 

Lfocal(pt ) = −αt (1 − pt )γ  log(pt)                       (1) 

where: 

pt is the predicted probability of the true class, 

αt is the weighting factor for the class (used to emphasize minority activities), and 
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γ is the focusing parameter (set to 2 in the experiments to increase the contribution of 

misclassified examples). 

      α𝑡 was configured based on the inverse frequency of each class in the training set, 

allowing the model to better address extreme imbalances without over suppressing majority 

classes. This focal formulation serves as the foundation for the two-phase training 

regimen, described below. 

Training Regimen: The training process is structured in two phases: 

1. Generalization Phase: The model is first trained for a set number of epochs using a 

standard weighted cross-entropy or a moderately configured Focal Loss. This allows 

the model to learn the general structure and patterns of the majority classes. 

2. Minority-Focus Phase: In the second phase, the training transitions to a more 

aggressive Focal Loss configuration that significantly up-weights the penalty for 

misclassifying predefined minority classes. This forces the model to refine its decision 

boundaries and dedicate learning capacity to these rare but behaviourally significant 

activities. 

The model is trained using the Adam optimizer. An early stopping mechanism monitors the 

validation loss and saves the model checkpoint with the best performance, preventing 

overfitting and ensuring optimal generalization. 

3.6.5  Multi-Faceted Evaluation Framework 

To provide a holistic and rigorous assessment of model performance, a multi-faceted 

evaluation framework was designed that moves beyond standard metrics. 

Timestep-Level Performance: Predictive performance is first quantified using standard 

classification metrics, including accuracy, precision, recall, and F1-score. These are 

calculated on a per-class basis and aggregated using macro and weighted averages to 

provide a clear picture of performance across the imbalanced class distribution. 

Sequence-Level Correctness: Predicting the correct activity at each timestep is 

insufficient; the functional correctness of the entire 24-hour sequence is paramount. To 

measure this, the Sequence Alignment Method (SAM) Distance is utilized. Furthermore, a 
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novel variant, Grouped SAM Distance, is introduced, representing a key contribution of 

this work. This metric assesses functional correctness by treating semantically similar 

misclassifications (e.g., predicting 'Home Chore' instead of 'Staying at Home') as correct, 

penalizing only functionally significant errors. This provides a more practical measure of 

a schedule's behavioural plausibility from a transportation modelling perspective. 

Qualitative and Error Analysis: To move beyond numerical metrics and understand how 

the model behaves in practice, we implemented a suite of qualitative tools tailored to reveal 

both its strengths and its limitations. One of the first steps was to explore where the model 

tends to go wrong and why. We began with a confusion matrix that maps out which 

activities the model most frequently misclassifies. This not only highlighted common 

errors (e.g., mistaking 'Shopping' for 'Recreation') but also offered clues about the 

underlying similarities between certain activity types. 

Next, we turned our attention to fairness. Was the model equally accurate across all users, 

or did its performance vary depending on who was being predicted? By breaking down 

accuracy and recall across demographic groups such as age, gender, employment status, 

and household characteristics, we were able to identify any disparities and ensure the model 

didn’t systematically underperform for particular segments of the population. 

Finally, we sought to visualize what these predictions looked like on a day-to-day level. 

Using a custom-built reporting tool, we generated side-by-side plots comparing predicted 

sequences with actual travel diaries. These visual narratives served as powerful case 

studies, making it easy to spot where the model aligned with human behavior and where it 

fell short. Some predictions mirrored real-life routines almost perfectly, while others, 

though technically incorrect, remained behaviorally plausible. Together, these qualitative 

insights provided a richer, more nuanced understanding of the model’s real-world potential 

and its areas for improvement. 

3.6.6  Model Selection through Ablation Studies 

The development of the final model was guided by a series of structured ablation studies, 

each designed to isolate and validate the contribution of specific methodological 

components. Rather than relying solely on intuition or precedent, each design choice was 
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empirically tested through targeted experiments. 

One of the first comparisons focused on model architecture. To assess the value of 

incorporating future context, a bidirectional LSTM was evaluated against a unidirectional 

counterpart. This experiment provided clear evidence on how access to both past and future 

information affected sequence prediction performance (Section 5.1). Another critical 

investigation examined the role of user segmentation. By comparing models trained with 

and without the inclusion of a user cluster identifier, the analysis quantified the 

performance improvements gained from conditioning on latent behavioral groupings 

(Section 4.2). This helped confirm the value of integrating unsupervised user clustering 

into the feature set. Finally, the effectiveness of the class imbalance strategy was put to the 

test. The proposed Progressive Minority Training approach was benchmarked against 

models trained without any imbalance handling and those using standard class weights. 

The results demonstrated notable gains in recall for underrepresented activity types, 

confirming the strategy's ability to address skewed class distributions (Section 4.3). 

Together, these ablation studies formed the empirical foundation for selecting the final 

model configuration, ensuring that each component was retained not just for theoretical 

soundness but for its measurable impact on performance. This rigorous, data-driven 

selection process empirically justifies our final model architecture, ensuring it is 

specifically configured to achieve primary research objective of this study: the generation 

of complete and behaviorally plausible 24-hour activity schedules. 

3.7  Phase 2: Results and Analysis 

This section presents the empirical evaluation of the proposed activity schedule prediction 

model. The results are organized to first establish the superiority of the selected model 

architecture and training strategy through a series of ablation studies (Section 5.1–5.3). A 

comprehensive performance analysis of the final, optimized model is then conducted using 

both standard and novel sequence-level metrics (Section 5.4–5.5). Subsequently, the real-

world plausibility of the generated schedules is validated from a transport modelling 

perspective (Section 5.6–5.7). Finally, the model's robustness across demographic 
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subgroups is assessed, and qualitative case-study examples are provided to offer deeper 

insights into its behaviour (Section 5.8–5.9). 

3.7.1 Future Context in LSTMs: Bidirectional vs. Unidirectional 

To begin, the primary architectural choice of a bidirectional LSTM was validated. The final 

model was compared against an identical architecture using only unidirectional LSTMs. 

The results, summarized in Table 3.4, demonstrate that incorporating future context 

significantly enhances predictive performance. 

Table 3.4 Performance Comparison of Unidirectional and Bidirectional LSTM Architectures 
 

Accuracy Macro F1 SAM Distance 

Unidirectional LSTM with cluster ID 0.76 0.34 23.14 

Bidirectional LSTM with cluster ID 0.77 0.35 22.48 

 

 The bidirectional model outperformed the unidirectional model across all key metrics. 

Notably, the Overall Accuracy increased from 0.76 % to 0.77%, and the Macro F1-Score 

improved by 0.01. This confirms that allowing the model to consider both past and future 

activities is crucial for accurately predicting an activity at any given time-step. Therefore, 

the bidirectional architecture was used for all subsequent experiments. 

3.7.2  The Power of Latent Behavioural Patterns: Validating User 

Segmentation 

A key innovation in the proposed methodology is the use of data-driven user clustering to 

create a predictive feature. To quantify its impact, the performance of the final model was 

compared with and without the "cluster number" as an input feature. 

Table 3.5 Impact of User Clustering Feature on Model Performance 
 

Accuracy Macro F1 SAM Distance 

Without Cluster ID 0.77 0.35 22.48 

With Cluster ID 0.83 0.57 16.61 

 

The inclusion of the user cluster ID provided a significant performance boost. Table 3.5 

shows that the SAM Distance, which measures sequence overall correctness, was reduced 

by 6 points. This result strongly suggests that the model effectively leverages the latent 
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group-level behavioural patterns captured by the clustering algorithm to make more 

informed individual-level predictions. 

3.7.3  Taming Class Imbalance: Progressive Minority Training Strategy 

Human activity data is inherently imbalanced, with rare but important activities like 

'Shopping' or 'Leisure and Recreation' being underrepresented. The effectiveness of the 

proposed Progressive Minority Training strategy was evaluated by comparing it to a 

baseline model (no imbalance handling) and a model using a standard weighted cross-

entropy loss. The results are shown in Table 3.6, focusing on recall for minority classes. 

Table 3.6 Effectiveness of Different Class Imbalance Strategies on Minority Class Recall. 
 

Accuracy 
Macro 

F1 

P 

recall 

R  

recall 

M  

recall 

No class weights, no 

progressive training 
0.83 0.57 0.16 0.24 0.20 

Weighted cross-entropy, no 

progressive training 
0.82 0.61 0.37 0.28 0.39 

Weighted + progressive 

minority training (focal loss) 
0.80 0.61 0.37 0.32 0.49 

 

The baseline model struggled significantly with minority classes, achieving a recall of only 

20% for Errands and Shopping (M). While the use of a standard weighted cross-entropy 

loss improved this to 39%, the two-phase Progressive Minority Training strategy further 

boosts the Errands and Shopping recall to 49%. This targeted improvement is vital for 

activity scheduling; without accurately capturing less-frequent activities like shopping or 

recreation, predicted schedules become monotonous and fail to reflect the full range of 

human behavior and its associated travel demand. This clearly demonstrates the 

effectiveness of the training pipeline in improving minority class representation without 

compromising overall model balance. 

3.7.4  Overall and Per-Class Predictive Performance 

With the optimal architecture and training strategy established, the detailed performance 

of the final model on the unseen test set is now presented. Table 3.7 summarizes the per-

class precision, recall, and F1-score. 
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Table 3.7 Per-Class Classification Performance of the Final Model. 

Activity Label Precision Recall F1-Score Support 

Staying at Home (H) 0.914 0.885 0.899 30,019 

Home Chore (C) 0.611 0.569 0.589 3,317 

Errands and Shopping (M) 0.288 0.485 0.361 1,076 

Personal Business (P) 0.229 0.369 0.283 1,426 

Leisure and Recreation (R) 0.453 0.325 0.378 1,740 

Educational Activity (S) 0.795 0.821 0.808 971 

Remote Work (T) 0.749 0.799 0.773 1,634 

On-site Work (W) 0.809 0.790 0.799 3,881 

 

 

Figure 3.10 Confusion Matrix of Predicted vs. True Activity Labels. 

The model achieves a Macro F1-Score of 59.9%, indicating strong overall performance. 

As expected, it performs exceptionally well on frequent, structured activities like 'On-site 

Work' (F1-score: 79.9%) and 'Staying at Home' (F1-score: 89.9%). The confusion matrix 

(Figure 3.10) provides deeper insight into error patterns. For instance, the model most 

frequently confuses 'Leisure and Recreation' with 'Staying at Home', with approximately 

39% of Leisure and Recreation instances being misclassified as Home. This likely reflects 

the flexible and home-based nature of recreational activities, which often lack consistent 
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spatial and temporal anchors, making it harder to distinguish in activity-based travel 

models. 

3.7.5  Sequence-Level Evaluation: Quantifying Functional Correctness 

Beyond per-timestep accuracy, it is essential to evaluate the correctness of the entire 

predicted sequence. The evaluation employs the standard SAM Distance and a proposed 

Grouped SAM Distance, which assesses similarity based on broader functional activity 

groupings such as combining all home-based (e.g., 'Staying at Home', 'Home Chore'), 

work-related (e.g., 'On-site Work', 'Remote Work'), and discretionary activities (e.g., 

'Errands and Shopping', 'Personal Business', 'Leisure and Recreation') into unified 

categories. This allows the metric to treat substitutions within these groups as functionally 

correct, reflecting real-world flexibility in daily schedules. 

Table 3.8 Sequence-Level Dissimilarity Scores 

Metric Score Computation 

Standard SAM 

Distance 
20.22 

 

Full seq. (len=96); 1 penalty per mismatch 

Condensed SAM 

Distance 
1.66 

Condensed seq.; insertion/deletion = 1, 

substitution = 2 

Grouped SAM 

Distance 
15.13 

Full seq. (len=96); grouped labels; 1 penalty per 

mismatch 

Grouped Condensed 

SAM Distance 
1.28 

Condensed + grouped labels; insertion/deletion = 

1, substitution = 2 

 

The model achieved an average Standard SAM Distance of 20.22, indicating the average 

number of activity mismatches between the predicted and actual sequences. However, 

when evaluated using the Grouped SAM Distance, the dissimilarity drops to 15.13, 

showing that many of the errors involve substitutions within functionally similar categories 

such as predicting ‘Home Chore’ instead of ‘Staying at Home’. This difference becomes 

even more pronounced in the Condensed metrics, which focus on transitions between 

activity types rather than their durations. The Condensed SAM Distance is 1.66, while the 

Grouped Condensed SAM Distance further reduces to 1.28. These results suggest that the 

model captures the overall structure of activity schedules well, with most errors being 

functionally equivalent substitutions. From a transportation planning standpoint, such 
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functionally correct predictions are particularly valuable. Even if the model confuses 

specific home-based activities, preserving the broader activity context ensures that the 

resulting schedules remain behaviourally realistic. This fidelity is crucial for applications 

like activity generation, time-of-day modelling and evaluating policies that target 

discretionary travel behaviour. 

3.7.6  Aggregate Schedule Characteristics 

To ensure the model generates plausible daily patterns, a comparison was made between 

the aggregate characteristics of the test sample predictions and the observed ground truth. 

Table 3.9 presents a comparison of the number of activity episodes, mean start times, and 

durations, while Figure 3.11 visualizes cumulative start time distributions for key activities. 

Table 3.9 Comparison of Observed vs. Predicted Aggregate Schedule Characteristics 

Activity 
Predicted 

Episodes 

Observed 

Episodes 

Mean 

Start 

Time 

(Pred) 

Mean 

Start 

Time 

(Obs) 

Mean 

Duration 

(Pred) 

Mean 

Duration 

(Obs) 

Home (H) 917 917 9.90 9.24 7.79 8.18 

Home Chore (C) 141 212 12.68 12.35 5.55 3.91 

Errands and 

Shopping (M) 
109 164 8.26 11.63 4.36 1.64 

Personal 

Business (P) 
229 195 9.46 11.69 2.90 1.83 

Leisure and 

Recreation (R) 
43 188 8.05 13.02 8.77 2.31 

Educational 

Activity (S) 
37 42 8.79 9.42 6.60 5.78 

Remote Work 

(T) 
45 68 8.49 10.48 9.72 6.01 

Onsite Work (W) 108 135 9.05 9.93 8.28 7.19 
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Figure 3.11 Cumulative Distribution of Activity Start Times for Key Activities 

The model demonstrates a strong ability to replicate macro-level temporal and structural 

patterns in daily schedules. For example, the total number of 'Work' episodes was predicted 

as 108, closely aligning with the observed 135. Figure 3.11 confirms that the model 

effectively captures the morning peak associated with work-related activities, a critical 

feature for accurate travel demand modelling. Notably, the model overestimates the 

average duration of 'Errands and Shopping' activities by approximately 2.72 minutes (4.36 

min predicted vs. 1.64 min observed). This is a known challenge in activity-based 

modelling, where discretionary trips such as shopping often exhibit high variability and 

may be interspersed with other purposes, making their timing and duration harder to 

predict. The largest temporal mismatches occur for ‘Leisure and Recreation’ and ‘Errands 

and Shopping’, both in start time and duration, as indicated by high Kruskal-Wallis test 

statistics and extremely low p-values. From a transportation perspective, these 

discrepancies are acceptable in early model iterations since such activities are less critical 

for peak-hour congestion forecasting but should be refined for policies targeting 

discretionary travel behaviour. 
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Overall, the model exhibits strong alignment in key structural anchors of the daily schedule 

(home and work), which are most influential for trip generation and network loading in 

transport simulation models. 

3.7.7  Statistical Validation of Temporal Distributions 

To add statistical rigor to the evaluation, the Kruskal-Wallis H-test, a non-parametric test, 

was performed to compare the predicted and observed distributions of activity start times 

and durations. This test determines whether the samples come from the same distribution, 

without assuming normality, a suitable choice for transportation behaviour data, which 

often exhibit skewed or multimodal patterns. 

Table 3.10 Kruskal-Wallis H-Test Results for Start Time and Duration Distributions 

Activity p-value (Start Time) p-value (Duration) 

H (Stayin at Home) 0.012 0.000 

C (Home Chore) 0.251 0.240 

M (Errands and Shopping) 0.000 0.000 

P (Personal Business) 0.000 0.526 

R (Leisure and Recreation) 0.000 0.000 

S (Educational Activity) 0.081 0.040 

T (Remote Work) 0.000 0.000 

W (On-site Work) 0.241 0.000 

Note: Bold values indicate p > 0.05, where the null hypothesis could not be rejected. 

At a significance level of α = 0.05, the null hypothesis that the observed and predicted 

distributions are the same, could not be rejected for the start times of Home Chore (C), 

Educational Activty (S), and Work (W), and for the durations of Home Chore (C) and 

Personal Business (P). These results provide statistical evidence that the model is capable 

of generating temporally realistic schedules for several core activities that are fundamental 

to travel demand modelling, particularly Work and School, which serve as key anchors in 

daily travel patterns. On the other hand, the presence of statistically significant differences 

in the distributions for Shopping and Recreation activities underscores the inherent 

difficulty in predicting the timing of discretionary and flexible activities, which are often 

more variable across individuals and less structured in nature. This highlights a key area 

for future improvement in activity-based modelling frameworks. 
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3.7.8  Performance Across Demographic Subgroups 

To assess the model's fairness and robustness, performance was disaggregated across key 

demographic subgroups. Instead of using a tabular summary, a multi-metric performance 

heatmap is presented in Figure 3.12. This visualization includes normalized values of 

accuracy, macro F1-score, recall, and grouped SAM distance for each demographic group, 

enabling a more comprehensive and intuitive comparison. 

 

Figure 3.12 Model Performance Across Demographic Subgroups (Normalized Metrics) 

  The model demonstrates generally consistent performance across demographic 

subgroups, suggesting no substantial systemic bias. For example, Gender: Male and 

Gender: Female show very similar performance across all metrics, indicating gender 

neutrality in sequence prediction. High-performing subgroups, such as Part-time and 

Student, exhibit strong performance across all four metrics. In contrast, relatively lower 

scores for Retired and Highschool subgroups suggest slightly reduced model 

generalizability in those segments. These discrepancies may stem from greater variability 

or sparsity in the underlying behavioural patterns of these groups. This heatmap provides 

clear, multidimensional evidence that the model not only performs well on average but also 

maintains equity across diverse user populations, a critical requirement in transportation 

systems modelling, where demographic inclusivity affects travel demand forecasting and 

policy evaluation. 
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3.7.9  Illustrative Examples 

Finally, to provide an intuitive understanding of the model's behaviour, three case-study 

examples from the test set are presented, visualized using a custom reporting tool. 

 

Figure 3.13 Prediction Samples 

Figure 3.13a: Highly Accurate Prediction 

This case shows the daily schedule of a 12-year-old male student. The model accurately 

reproduces the core structure of the day, correctly identifying the long stretch of school 

activity followed by staying at home. This reflects the model’s strength in capturing 

routine, structured patterns such as school-home behaviour. 

Figure 3.13b: Functionally Correct but Semantically Imperfect Prediction 

Here, the subject is a 53-year-old female employed full-time. The model misclassifies 

certain activities (e.g., predicting 'Work' instead of 'Personal'), but the functional structure 

of the day, out-of-home followed by return home, is maintained. While not semantically 

correct, the prediction remains behaviourally reasonable, showing the model's robustness 

in approximating typical patterns. 

Figure 3.13c: Model Failure on an Atypical Schedule 

This example features a 62-year-old male employed part-time. The observed schedule 

contains a complex mix of activities, including Remote Work, personal errands, and 
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recreation. The model fails to accurately replicate the sequence, incorrectly predicting 

work-related and home activities in places where recreation or errands were observed. 

This highlights the model’s difficulty in handling irregular or non-routine behaviour. 

These examples collectively illustrate the range of model behaviour from high accuracy to 

functional correctness to complete mismatch, offering insights into where the model 

performs well and where further improvement is needed. 

3.8   Knowledge Transfer and Integration 

Insights from the EBM in Phase 1 directly informed the design and refinement of the 

comprehensive bidirectional LSTM in Phase 2. Three key integration pathways were 

established: 

1. Feature Importance Translation 

The EBM analysis in Phase 1 identified employment status, age, and educational 

attainment as the most influential predictors of the simplified activity sequence 

patterns. These top-ranked features were incorporated into the Phase 2 Context 

Encoder as core demographic inputs, ensuring that the bidirectional LSTM 

received the same high-value information proven critical for capturing individual 

constraints and preferences. 

2. Behavioral Segmentation Enhancement 

Phase 1 feature interactions highlighted distinct behavioral profiles, for example, 

part-time workers exhibited more fragmented activity sequences, while students 

showed concentrated study-related episodes. These observed patterns guided the 

selection of clustering variables (household size, vehicle ownership, location, 

major activity type) for the k-prototype segmentation in Phase 2, enabling more 

behaviorally meaningful cohorts and improving the LSTM’s ability to model 

within-cluster sequence variability. 

3. Model Architecture Refinements 

Partial dependence analyses from the EBM revealed that time-of-day effects (e.g., 

midday work likelihood peaks) and longest home-stay durations exerted nonlinear 
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influences on sequence transitions. To capture these dynamics, the Phase 2 

architecture was enhanced by: 

• Tiling the behavioral signature (including encoded time-of-day summary 

features) across all 96 time steps to preserve temporal context. 

• Stacking bidirectional LSTM layers to model both past and anticipated 

future influences on activity choices. 

• Incorporating rolling window counts of recent high-importance activities 

(e.g., cumulative home-stay intervals) as auxiliary inputs, reflecting the 

EBM’s identified nonlinear patterns. 

Through these integration pathways, the comprehensive scheduler benefits from the 

interpretability and behavioral insights of the skeletal model, resulting in a finely tuned 

architecture that balances predictive sophistication with grounded, data-driven 

understanding of human activity determinants. 

3.9  Discussion 

The two-phase framework presents complementary strengths across interpretability, 

predictive performance, and computational efficiency, offering a versatile toolkit for 

activity-based transportation analysis. 

3.9.1 Comparative Analysis of Both Phases 

Phase 1’s skeletal scheduler achieved higher raw accuracy (73.7% with EBM vs. 70.3% 

with LSTM) by simplifying activity sequences into five categories, enabling efficient 

prototyping and clear interpretability of key predictors such as employment status and age. 

Phase 2, while more complex, delivered a comprehensive 24-hour schedule representation 

with eight categories and achieved a Macro F1 score of 59.9% across all activities, 

demonstrating its capacity to model detailed temporal patterns and rare behaviors. 

3.9.2 Strengths and Limitations 

The skeletal approach excels in interpretability and rapid development: EBM feature 

importance and partial dependence plots provided transparent insights into demographic 
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influences, and the reduced state space allowed for faster training and tuning. However, its 

simplified representation cannot capture nuanced activity transitions or rare event patterns, 

limiting its utility for full-day simulation. The comprehensive model addresses these gaps 

by leveraging behavioral segmentation and bidirectional context, accurately reproducing 

diurnal patterns and minority activities. Its complexity, however, entails greater 

computational cost, training times increased by approximately 4× and memory 

requirements by 3× and introduces interpretability challenges despite integration of Phase 

1 insights. 

3.9.3 Policy Implications 

The findings from both models offer distinct, actionable insights for urban planning, 

directly linking model inputs to infrastructure and service decisions: 

Targeting Transit Schedules: The comprehensive model captures precise diurnal patterns, 

revealing distinct activity windows for non-workers (retirees) versus workers. Planners can 

use these predicted peak/off-peak windows to adjust transit frequency, ensuring off-peak 

service aligns with the actual shopping and recreation windows of the aging demographic 

identified in the skeletal model. 

Land Use and Zoning: The skeletal model reveals that "Vehicle Ownership" is the primary 

driver of multi-activity chains. To reduce car dependency, zoning boards should prioritize 

mixed-use developments (placing "Maintenance" and "Discretionary" destinations near 

residential zones) to allow non-vehicle owners to replicate the complex activity chains 

currently accessible only to car owners. 

Telecommuting Scenarios: The model's ability to distinguish "Remote Work" from "On-

site Work" allows planners to simulate future scenarios. By adjusting the input proportion 

of remote workers, the model can predict the resulting reduction in peak-hour trips and the 

secondary increase in mid-day home-based discretionary trips, informing energy grid load 

balancing and local road capacity planning. 
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3.9.4 Computational Trade-Offs and Practical Applications 

Phase 1’s lightweight architecture trains in minutes on standard hardware and scales easily 

to new regions with minimal retraining, making it well-suited for rapid scenario analysis 

and integration into existing activity-based travel models. In contrast, Phase 2 requires 

specialized GPU resources and extended training durations but yields granular schedule 

predictions essential for real-time demand management systems and digital twin 

applications. Practitioners should select the appropriate phase based on application needs: 

use the skeletal model for rapid, interpretable insights and the comprehensive scheduler for 

high-resolution forecasting and simulation-driven policy evaluation. 

3.10  Conclusion 

The two-phase activity scheduling framework presented in this chapter effectively balances 

interpretability and predictive sophistication by combining transparent demographic 

insights with advanced temporal prediction capabilities. By first developing a skeletal 

scheduler with simplified sequences and Explainable Boosting Machines, we obtained 

transparent insights into key demographic drivers including employment status, age, and 

education, alongside rapid prototyping capabilities essential for policy analysis. These 

insights directly informed the design of the comprehensive scheduler, a cluster-informed 

bidirectional LSTM that generates detailed 24-hour sequences at 15-minute resolution, 

achieving robust performance across eight activity categories with 59.9% Macro F1 and 

realistic diurnal distributions. Critically, knowledge transfer mechanisms including feature 

translation, segmentation enhancement, and architecture refinements proved essential for 

integrating interpretability with deep learning sophistication, demonstrating that simpler 

models can meaningfully inform more complex architectures rather than serving as 

separate analytical paths. 

This work advances activity-based modelling by establishing a systematic, evidence-based 

pathway from interpretable, simplified models to full-scale, high-resolution predictors. It 

provides practitioners with a tiered toolkit comprising an interpretable skeletal model for 

rapid policy scenario testing and transparent stakeholder communication, and a 

comprehensive scheduler for detailed transportation planning and real-time demand 
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management applications. While this framework represents a significant step forward, 

several areas warrant future exploration. Online learning mechanisms could enable the 

system to adapt to evolving activity patterns resulting from policy changes or external 

disruptions without complete model retraining. Integration with multimodal travel demand 

models would assess network-level impacts of predicted activity patterns, bridging 

activity-level and system-level analysis. Enhanced interpretability techniques for deep 

learning architectures could extend transparency benefits throughout the comprehensive 

scheduler, while scalability testing across diverse geographic and cultural contexts would 

determine whether the framework generalizes beyond mid-size North American cities. By 

bridging the gap between transparent behavioral insights and advanced predictive 

technologies, this framework contributes to the broader vision of integrated urban analytics 

established in Chapter 1, enabling transportation planners and policymakers to make more 

informed, data-driven decisions. 
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Chapter 4  

Predicting Business Activities 

4.1  Introduction 

While Chapter 3 addressed the demand side of urban systems through activity scheduling, 

this chapter tackles the supply side, predicting where economic activities locate and grow. 

Business dynamics generate the employment destinations and service locations that 

fundamentally shape the activity patterns modeled in the previous chapter, while also 

influencing the infrastructure context for electric vehicle adoption explored in Chapter 5. 

This cross-domain connection directly addresses the isolation problem identified in 

Chapter 1, where traditional urban models decouple business location from travel behavior 

despite their intrinsic interdependence (Wegener, 2004). 

Central to integrated urban systems modelling is firmography, the study of firm creation, 

growth, relocation, and failure (Abed et al., 2014; Baldwin et al., 2000). These business 

dynamics directly generate both peak-hour commuter flows from workforce distribution 

and last-mile freight demand from sales revenue, the twin pressures that strain 

transportation networks and necessitate infrastructure planning (Abed et al., 2014; de Bok, 

2009; Cavalcante & Roorda, 2013). As established in Chapter 2.1, while Land Use-

Transportation Interaction (LUTI) models have evolved to incorporate firm-level behavior 

for freight microsimulation, producing the granular, forward-looking firmographic data 

needed to populate these advanced models remains a significant challenge (Salvini & 

Miller, 2005; Fatmi & Habib, 2017, 2018). 

This chapter operationalizes the thesis's second core objective: developing business activity 

prediction frameworks that balance spatial and firm-level perspectives while emphasizing 

temporal resilience and explainability, the two methodological pillars established in 

Chapters 1 and 2. Current firmographic modelling for transportation planning suffers from 

critical deficiencies that mirror the calibration and interpretability challenges identified 

earlier. First, studies often lack temporal rigor, employing static cross-sectional validation 

that can overstate real-world reliability by failing to test model robustness against 
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economic changes over time (Habib, 2024). This temporal brittleness echoes the 

"calibration hell" problem discussed in Chapter 1, where models become obsolete when 

conditions shift (Hunt et al., 2005). Second, models frequently exhibit dimensional poverty, 

treating employment as a sole indicator while ignoring causal interdependencies, such as 

how sales performance drives staffing needs (Mostafa, 2017). This creates unidimensional 

constructs that artificially decouple commute and freight forecasts, another manifestation 

of the cross-domain isolation problem that undermines integrated planning (Wegener, 

2004). 

To overcome these limitations, this chapter develops two complementary machine learning 

approaches that together provide both spatial breadth and firm-level depth. The first 

employs Graph Neural Networks (GNNs) for spatial prediction of business counts at the 

Dissemination Area level, capturing networked economic relationships and spillover 

effects that traditional zonal models cannot represent (Wu et al., 2021; Zhou et al., 2021). 

The second applies Explainable Boosting Machines (EBMs) for firm-level forecasting of 

sales revenue and employment, maintaining the interpretability imperative established in 

Chapter 2.3 while enabling transparent identification of growth drivers for policy guidance 

(Lou et al., 2012; Nori et al., 2019). Critically, this dual approach recognizes that sales and 

employment are causally interdependent rather than independent outcomes, with sales 

performance driving workforce expansion (Mostafa, 2017). 

The methodological innovation extends beyond model architecture to validation strategy. 

Rather than relying on conventional static cross-sectional testing, this chapter 

systematically evaluates model performance under three increasingly demanding 

scenarios: a baseline static cross-sectional model, a temporal generalization test applying 

one year's model to predict subsequent outcomes without retraining, and a multi-year 

recursive forecast where each year's predictions become inputs for the next (Habib, 2024). 

This rigorous temporal validation protocol directly addresses the temporal brittleness gap 

identified in Chapter 2, providing realistic quantification of how prediction accuracy 

degrades over time and accumulates across forecasting horizons. Furthermore, the 

framework incorporates scenario analysis capabilities, enabling planners to conduct "what-
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if" experiments by adjusting exogenous variables such as population growth rates to 

quantitatively assess impacts on both sales and employment trajectories (Athey, 2017). 

By bridging spatial breadth with firm-level depth, balancing predictive performance with 

policy transparency, and rigorously testing temporal robustness, this chapter provides both 

practical tools for transportation planners and a methodological template for advancing 

integrated urban systems modelling. The framework directly addresses the calibration 

complexity, cross-domain isolation, and temporal brittleness challenges established in 

Chapter 1 while operationalizing the explainable machine learning principles advocated in 

Chapter 2, demonstrating that adaptability, interpretability, and forecasting rigor can be 

achieved simultaneously in modern urban intelligence systems (Athey, 2017; Waddell, 

2002). 

4.2  Literature review 

This literature review synthesizes research from transportation planning, urban economics, 

spatial analysis, and machine learning to establish the theoretical foundation for predicting 

business activities. The review progresses through five complementary perspectives: the 

evolution of business modelling within LUTI frameworks, spatial approaches to business 

location, graph neural networks for economic prediction, firmographic determinants, and 

the transition from econometric to machine learning methods, concluding with a synthesis 

of research gaps that motivate this chapter's methodological contributions. 

As reviewed in Section 2.1, LUTI models have established the reciprocal relationship 

between accessibility and location choice, yet their reliance on aggregated zonal data 

obscures the micro-level firm behaviors essential for freight and commuter demand 

forecasting (Hansen, 1959; Lowry, 1964; Wegener, 2004; Abed et al., 2014). Contemporary 

implementations such as UrbanSim (Waddell, 2002), ILUTE (Salvini & Miller, 2005), 

ILUMASS (Wagner & Wegener, 2007), and iTLE (Fatmi & Habib, 2017, 2018) have 

advanced toward microsimulation by incorporating firm-level agents and establishment-

specific decisions (Hunt et al., 2005). Yet these frameworks still require extensive synthetic 

firmographic data to populate freight microsimulation modules, creating a critical data 
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generation challenge that this chapter addresses through predictive machine learning 

(Cavalcante & Roorda, 2013; de Bok & Tavasszy, 2018). 

Economic geography provides the theoretical foundation for understanding firm location 

decisions through market accessibility, labor availability, and agglomeration economies 

(Hotelling, 1929). Hotelling's principle describes how firms balance proximity to 

customers and competitors to maximize profits, while subsequent spatial business models 

incorporate market potential, transportation costs, and land-use constraints to predict 

establishment patterns (Evans, 1987; van Wissen, 2000; Mostafa, 2017). Modern supply-

side approaches employ spatial interaction models that capture dependencies across 

neighboring areas due to spillover effects and external economies (de Bok & Tavasszy, 

2018; Hunt & Stefan, 2007). Traditional regression-based methods, however, struggle to 

capture the complex, non-linear spatial dependencies that characterize real urban 

economies, motivating the graph-based neural approaches explored in this chapter (Glaeser 

& Kerr, 2009). 

Graph Neural Networks (GNNs) offer a powerful paradigm for modelling non-Euclidean 

spatial relationships through graph-structured data, where geographic units become nodes 

and spatial relationships become edges (Wu et al., 2021). In urban intelligence, GNNs have 

successfully predicted traffic flows and demand by representing road segments or zones as 

nodes and connectivity as edges (Zhou et al., 2020; Zhang et al., 2024). Recent spatial-

temporal GNN architectures extend this capability to economic phenomena, capturing how 

business counts in one area influence counts in connected areas via learned graph 

convolutions (Chen et al., 2023; Li et al., 2024). Graph Attention Networks (GATs) further 

enhance this by learning weighted spatial aggregations, allowing the model to identify 

which neighboring areas most strongly influence a target zone's business composition 

(Veličković et al., 2018). Such models can incorporate multiple graph views, geographic 

adjacency, transportation networks, and functional similarity enabling discovery of latent 

spatial dependencies critical for fine-grained dissemination-area business prediction (Kipf 

& Welling, 2017). However, applications of GNNs to predicting establishment counts at 

the dissemination area scale remain relatively unexplored, particularly in Canadian 



53 

 

planning contexts where such predictions could directly inform freight modelling and 

employment-based trip generation (Zhou et al., 2020). 

Firmography examines firm lifecycles (birth, growth, relocation, and closure) and their 

implications for employment and output (Abed et al., 2014; Baldwin et al., 2000). Growth 

manifests fiscally through sales revenue and physically through employment size, with 

strong causal interdependence: rising sales typically drive workforce expansion (Mostafa, 

2017). Transportation planners have incorporated firmographic data into agent-based 

freight microsimulation frameworks such as FREMIS (Cavalcante & Roorda, 2013) and 

MASS-GT (de Bok & Tavasszy, 2018) to simulate truck flows and freight demand at the 

establishment level. Key determinants of firm growth include accessibility to labor and 

markets, industry sector, competitive density, and macroeconomic conditions (Fatmi & 

Habib, 2017, 2018). However, most firmographic models treat sales and employment as 

independent outcomes rather than causally linked dimensions, missing opportunities to 

quantify how prediction errors propagate from sales forecasts into employment projections, 

a critical gap for integrated freight and commute modelling (Mostafa, 2017). 

Econometric models, discrete choice for location and size, hazard models for survival, have 

traditionally dominated firmographic analysis (Evans, 1987; van Wissen, 2000). However, 

they assume linear relationships and require explicit theoretical specifications that may not 

capture the complex, interactive effects of spatial, demographic, and competitive variables. 

In contrast, machine learning methods excel at capturing complex, non-linear interactions 

in high-dimensional data without predetermined functional forms (Athey, 2017). Ensemble 

algorithms like Gradient Boosting Machines and Explainable Boosting Machines have 

shown high accuracy in forecasting economic indicators while supporting explainability 

through feature importance analysis and partial dependence plots (Lou et al., 2012; Nori et 

al., 2019; Molnar, 2020). As discussed in Chapter 2.3, EBMs provide inherent 

interpretability through glass-box design, making them particularly suited for policy-facing 

applications where transparency and trust are paramount. Recent work has demonstrated 

EBM effectiveness in firm-level forecasting contexts, though systematic temporal 

validation across multiple forecasting horizons remains limited (Habib, 2024). 
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This review reveals a progression from aggregate LUTI frameworks toward firm-level, 

micro-scale analysis, yet critical gaps persist that this chapter systematically addresses. 

First, while GNN applications have proliferated in traffic prediction, their use for predicting 

business establishment counts at fine spatial scales remains underdeveloped, particularly 

for integration with transportation planning workflows (Zhou et al., 2020; Zhang et al., 

2024). Second, firmographic models typically treat sales and employment growth 

independently, ignoring their causal coupling and the cascading forecasting uncertainty that 

results, yet understanding this error propagation is essential for quantifying risk in long-

range infrastructure planning (Mostafa, 2017). Third, validation practices predominantly 

rely on static cross-sectional tests that overstate real-world reliability by failing to assess 

temporal generalization across economic cycles or multi-year recursive forecasting 

robustness (Habib, 2024). This mirrors the temporal brittleness problem identified in 

Chapter 1, where models calibrated to one period fail when conditions shift. This chapter 

addresses these gaps through a dual-architecture framework that integrates spatial GNN-

based business count prediction with firm-level EBM forecasting of sales and employment, 

rigorously tested under three validation scenarios: static cross-sectional (Scenario A), 

temporal generalization (Scenario B), and long-range recursive forecasting (Scenario C). 

By explicitly modelling the sales-to-employment causal hierarchy and quantifying how 

uncertainty cascades from one dimension to the other, this work provides a realistic 

assessment of forecasting risk and a replicable template for advancing integrated urban and 

transportation planning (Athey, 2017; Waddell, 2002). 

4.3  Data 

This section describes the data sources, integration procedures, feature engineering 

processes, and statistical properties of the dataset used to model business dynamics in the 

Halifax Regional Municipality (HRM). The data supports two complementary analytical 

approaches: (1) spatial prediction of business counts aggregated at the Dissemination Area 

(DA) level using Graph Neural Networks, and (2) firm-level forecasting of sales and 

employment using tree-based machine learning models. Both approaches draw from the 

same underlying data sources, enabling consistent characterization of the business 
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environment while supporting different levels of spatial and temporal analysis relevant to 

integrated urban systems planning. 

4.3.1 Data Sources 

The analytical framework integrates proprietary commercial firmographic data with 

publicly available geospatial datasets to create a comprehensive representation of the 

business environment in Halifax. 

Firm-Level Business Data: The core dataset comprises proprietary longitudinal business 

establishment records for the years 2018, 2022, 2023, and 2024, provided by Info Canada. 

This dataset contains detailed attributes for each business, including two dependent 

variables: (1) annual sales revenue measured in Canadian dollars, and (2) number of 

employees. The dataset also provides a comprehensive array of predictor variables 

describing each firm's operational characteristics, corporate structure (e.g., headquarters 

vs. branch, public vs. private ownership), industry classification using the North American 

Industry Classification System (NAICS) at the 2-digit level, precise geographic 

coordinates, and property-specific economic indicators such as rental values. For the spatial 

GNN modelling, individual business records are aggregated to the DA level to create 

counts of businesses by sector, while for the firm-level EBM modelling, individual 

establishments serve as the unit of analysis. 

Geospatial Contextual Data: To provide neighborhood context, several datasets from the 

Halifax Open Data portal were utilized. Demographic profiles at the Dissemination Area 

(DA) level, the standard geographic unit for census analysis in urban areas, provided 

variables including population counts, population density, and dwelling counts. Municipal 

land-use shapefiles detailing zoning classifications (residential, commercial, industrial, 

mixed-use, etc.) were incorporated to capture the regulatory and functional environment of 

business locations. Transportation network data, including road networks and highway 

infrastructure, enabled the calculation of accessibility metrics essential for understanding 

location advantages. 
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4.3.2 Feature Engineering and Variable Construction 

A comprehensive set of predictor variables was engineered using a Geographic Information 

System (GIS) platform to capture the multifaceted spatial, economic, and competitive 

environment in which firms operate. 

Accessibility Metrics: For each firm's location, network-based travel distances to key 

economic and transportation nodes were calculated using the Halifax road network. These 

included proximity measures to: (1) the Central Business District (CBD), representing 

access to the metropolitan core and its concentration of services, labor, and customers; (2) 

the nearest major highway interchange, capturing connectivity to regional and long-

distance freight networks; (3) significant business parks and industrial zones, reflecting 

agglomeration opportunities within specialized economic clusters; and (4) large 

commercial centers and retail destinations, indicating proximity to consumer markets. 

Distance calculations used network-based routing algorithms to reflect realistic travel 

impedance rather than Euclidean distance. 

Competitive Density Features: To account for local market dynamics and agglomeration 

effects, a measure was engineered by calculating the density of similar firms (defined by 

matching 2-digit NAICS codes) within a specified radius of each business location. This 

metric captures both competitive pressure and potential benefits from industry clustering, 

such as shared labor pools and supply chain proximity. The radius threshold was 

determined through iterative spatial analysis to balance neighborhood-scale effects with 

computational efficiency. 

Land Use Features: Land use classifications derived from municipal zoning data were 

converted into numerical features representing the predominant land use at each firm's 

location. Categorical zoning classifications (e.g., commercial, industrial, mixed-use) were 

encoded using one-hot encoding to preserve their nominal nature while enabling 

integration into machine learning algorithms. This approach allows the models to capture 

how regulatory environments and surrounding land use patterns influence business 

performance. 
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4.3.3 Data Integration and Spatial Joining 

A multi-step spatial integration process was implemented to construct the final analytical 

dataset. Each individual business from the Info Canada dataset was geocoded using its 

address and spatial coordinates, then spatially joined to its corresponding Statistics Canada 

Dissemination Block (DB) using overlay operations in GIS. This process assigned DB-

level demographic attributes such as population counts, population density, and dwelling 

counts to every firm located within that block's boundaries. 

To create block-level aggregate measures from firm-specific data, average rental values at 

the DB level were computed by averaging the firm-specific rental data within each block. 

This aggregation strategy addresses potential privacy concerns while creating a meaningful 

neighborhood-level economic indicator. Firms located near DB boundaries were assigned 

to their containing block based on point-in-polygon operations, with a tolerance threshold 

applied for edge cases. 

4.3.4 Dataset Characteristics and Statistical Properties 

An examination of the integrated dataset for the reference year 2024 reveals statistical 

properties characteristic of firmographic data, with significant implications for modelling 

choices. As summarized in Table 4.1, there exists substantial disparity between mean and 

median values for both dependent variables, indicating highly skewed distributions. 

Table 4.1 Summary Statistics of Firm-Level Data (2024) 
 

Mean Median Standard Deviation 

Sales Revenue $4,584,671.29 $617,000.00 $71,082,892.79 

Employee Size 17.41 4.00 147.88 

 

The mean sales revenue of approximately $4.6 million is over seven times higher than the 

median of $617,000, while the mean employee size of 17.4 is over four times the median 

of 4.0. This wide variance indicates a highly right-skewed distribution dominated by a large 

number of small firms, with a small number of very large establishments heavily 

influencing the average. These distributional characteristics are visualized in Figure 4.1 for 
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sales revenue and Figure 4.2 for employee size, which show long tails dominated by high-

value outliers characteristic of urban economic landscapes. 

 

Figure 4.1 Distribution of Firm Sales Revenue (2024) 

 

Figure 4.2 Distribution of Firm Employee Size (2024) 

4.3.5 Sectoral Composition and Economic Landscape 

The dataset captures a diverse economic landscape across multiple industry sectors, as 

detailed in Table 4.2. The five largest sectors by firm count are Retail Trade (14.35%), 

Other Services (12.57%), Health Care and Social Assistance (9.61%), Professional, 

Scientific and Technical Services (9.61%), and Construction (9.15%). Together, these 
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sectors account for over half of all business establishments in the dataset, representing a 

mix of consumer-facing services, professional activities, and industrial operations that 

generate distinct types of transportation demand. 

Table 4.2 Sector-wise Distribution of Firms, Sales, and Employment (2024) 

Economic Sector 
2-digit 

NAICS 

% of 

Firms 
Avg. Sales 

Avg. 

Employees 

Retail & Hospitality     

Retail Trade (44–45) 14.35% $4,725,728 16.6 

Accommodation and Food Services (72) 7.85% $1,081,642 16.7 

Arts, Entertainment and Recreation (71) 2.61% $977,762 11.1 

Institutional & Community     

Professional, Scientific and Technical 

Services 
(54) 9.61% $2,402,646 13.3 

Finance and Insurance (52) 5.55% $6,069,271 12.6 

Real Estate and Rental and Leasing (53) 4.61% $1,410,200 7.4 

Information and Cultural Industries (51) 1.94% $5,718,333 27.6 

Industrial & Logistics     

Construction (23) 9.15% $1,781,483 8.3 

Wholesale Trade (41) 4.55% $17,224,277 14.9 

Manufacturing (31–33) 3.61% $4,097,018 18.8 

Transportation and Warehousing (48–49) 2.45% $8,297,987 33.3 

Institutional & Community     

Health Care and Social Assistance (62) 9.61% $3,317,250 31.1 

Educational Services (61) 3.42% $111,206 29.3 

Public Administration (92) 2.13% $0 50.6 

Local Services     

Other Services (except Public 

Administration) 
(81) 12.57% $232,634 5.8 

Business Support & Admin     

Administrative and Support, Waste 

Management, and Remediation Services 
(56) 4.10% $1,758,526 13.5 

Other     



60 

 

Economic Sector 
2-digit 

NAICS 

% of 

Firms 
Avg. Sales 

Avg. 

Employees 

Agriculture, Forestry, Fishing and 

Hunting 
(11) 0.17% $1,030,381 15.7 

Mining and Oil and Gas Extraction (21) 0.22% $6,558,296 15.9 

Management of Companies and 

Enterprises 
(55) 0.03% $6,913,250 11.8 

Utilities (22) 0.06% $886,863,714 509.0 

 

Critical Divergence Between Sales and Employment: The sectoral breakdown reveals a 

fundamental divergence between economic output and workforce size. The Wholesale 

Trade sector, comprising only 4.55% of firms, exhibits the highest average sales revenue 

at over $17.2 million per establishment, yet maintains a relatively modest average 

employee size of 14.9 workers. Conversely, sectors like Health Care and Social Assistance 

(31.1 average employees), Educational Services (29.3 average employees), and 

Transportation and Warehousing (33.3 average employees) demonstrate high workforce 

intensity relative to their sales revenues. This divergence motivates the separate modelling 

of sales and employment as distinct prediction targets, as they capture different dimensions 

of urban economic activity with distinct implications for travel demand. 

Data Anomalies: Several anomalies within the dataset warrant notation. The Utilities 

sector exhibits exceptionally high average sales ($886.9 million) and employment (509.0), 

likely representing one or a few major regional entities such as Nova Scotia Power. Public 

Administration records zero sales, reflecting the non-commercial nature of government 

operations. These sectoral outliers were handled appropriately during model training 

through the preprocessing steps described below. 

4.3.6 Spatial Distribution of Business Activity 

The spatial distribution of business establishments across the Halifax Regional 

Municipality is illustrated in Figure 4.3, which maps firm locations by density. The 

visualization reveals significant clustering in the urban core, particularly in Downtown 

Halifax and the Peninsula, as well as in designated commercial corridors along major 
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arterial roads. Secondary clusters appear in suburban town centers such as Dartmouth 

Crossing, Bayers Lake Industrial Park, and Burnside Industrial Park, reflecting planned 

commercial development and zoning policies that concentrate business activity. 

 

Figure 4.3 Spatial Distribution of Businesses in Halifax (2024) 

This spatial pattern validates the choice of network-based accessibility measures and 

competitive density features, as it demonstrates that business performance is likely 

influenced by proximity to these concentrated economic nodes. The dispersed pattern in 

rural areas of the municipality contrasts with the tight urban clustering, suggesting different 

locational determinants and potentially different model dynamics across geographic 

contexts 

4.3.7 Data Preprocessing and Transformation 

To address the statistical properties revealed in the exploratory analysis and prepare the 

data for machine learning modelling, several preprocessing steps were implemented: 
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1. Log-Transformation of Sales Revenue: Given the highly right-skewed 

distribution of sales revenue shown in Figure 4.1, a natural logarithm 

transformation was applied to create a more normalized distribution suitable for 

regression modelling. This transformation compresses the scale of high-value 

outliers while preserving the relative ordering of observations, improving model 

stability and reducing the influence of extreme values. 

2. Outlier Treatment for Employee Size: To prevent a small number of very large 

institutional employers such as universities, hospitals, and government agencies , 

from disproportionately influencing a model intended to generalize across the 

broader business landscape, the top 1% of firms by employee count were excluded 

from the training dataset. This threshold-based approach retains 99% of 

observations while removing extreme cases that represent fundamentally different 

organizational structures. 

3. Categorical Feature Encoding: All categorical features describing firm attributes 

including corporate structure (headquarters vs. branch, public vs. private), 

establishment types (industry sectors), and geographic zones (zoning 

classifications) were converted into numerical format using one-hot encoding. This 

approach creates binary indicator variables for each category, preserving the 

nominal nature of these variables without imposing artificial ordinal relationships. 

4. Feature Standardization: Continuous predictor variables, such as distances, 

population densities, and rental values, were standardized to have zero mean and 

unit variance. This normalization ensures that features measured in different units 

(e.g., meters vs. dollars) contribute comparably to model training and prevents 

features with larger numeric ranges from dominating the learning process. 

4.4  Spatial Prediction of Number of Businesses - Methods 

This section describes the methodology for forecasting business establishment counts at 

the Dissemination Area (DA) level using a Graph Neural Network (GNN) that integrates 

spatial adjacency, demographic context, and temporal dynamics. The objective is to 

leverage spatial autocorrelation and historical patterns to predict the number of 
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establishments across seven business categories for 2025–2027. The modelling framework 

is shown in the flowchart below (Figure 4.4). 

 

Figure 4.4 GNN Work Flow for Spatial Prediction of Business Establishments 
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4.4.1 Graph Construction   

Business counts for 2018, 2022, 2023, and 2024 are aggregated from Info Canada records 

to their parent DA, yielding a panel of four time points. Each DA is represented as a node 

in an undirected graph, with edges defined by Queen contiguity (shared boundaries or 

vertices) to capture local spatial dependencies. Demographic, land-use, and accessibility 

features derived from 2021 Census data and municipal zoning are joined to each DA, along 

with temporal lag features (previous year counts by category) and normalized year 

indicators. 

Node features include population density, dwelling counts, median dwelling value, average 

rent, commute-mode shares, distances to key economic nodes (CBD, business parks), and 

land-use proportions. After standardizing continuous variables and one-hot encoding tax 

zones, nodes with missing values are mean-imputed and isolated DAs (e.g., islands) are 

removed to ensure graph connectivity. 

4.4.2 Model Architecture   

A two-layer Graph Attention Network (GAT) is employed to learn weighted spatial 

aggregations of node features. The first layer uses multi-head attention (8 heads, 128 output 

channels each) to capture diverse spatial patterns, followed by an ELU activation and 

dropout (30%). The second layer applies single-head attention to produce a 64-dimensional 

embedding per node. A final linear layer projects embeddings into seven non-negative 

count predictions via a Softplus activation. This architecture balances capacity with 

regularization to mitigate overfitting. 

To handle zero-inflation where many DAs report zero businesses in certain categories, a 

hurdle mechanism is implemented. A binary GAT classifier predicts the probability of non-

zero counts, followed by a GAT regressor that estimates counts conditional on presence. 

Positive class weights in the classification loss and upweighted MSE for positive counts in 

regression ensure balanced learning across zeros and positives. 

4.4.3 Training and Validation   

Training uses full-batch gradient descent on node-year observations from 2018–2024 

(≈5,454 samples), with Adam optimization (learning rate=0.005, weight decay=5×10⁻⁴) 
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over 800 epochs. Temporal lag features are updated for each training year. Standard scalar 

normalization and early stopping every 50 epochs monitor loss convergence. Validation 

employs a temporal holdout on 2024, training on 2018–2023, to assess out-of-sample 

performance and guard against overfitting. 

4.4.4 Evaluation Metrics   

Model performance is evaluated using Mean Absolute Error (MAE), Root Mean Squared 

Error (RMSE), R², and Pearson correlation for each category, along with count-specific 

metrics (MAPE, MedAE) and zero-inflation accuracy. Spatial autocorrelation of residuals 

is tested via Moran’s I to verify that the GNN effectively captures spatial structure. 

4.4.5 Multi-Year Forecasting   

For 2025–2027 forecasts, the model operates iteratively: predicted counts from the 

previous year serve as lag features for the next year. To correct underprediction bias 

inherent to recursive forecasting, raw forecasts are calibrated using historical coverage 

ratios and composite economic growth indicators (e.g., GDP, employment, population 

growth rates). Category-specific sensitivity factors adjust calibrated forecasts to reflect 

differential economic responsiveness. 

This GNN-based spatial forecasting framework provides granular, multi-year predictions 

of business distribution patterns, enabling integrated transport and land-use planning that 

accounts for spatial dependencies and temporal dynamics. 

4.5  Spatial Prediction of Number of Businesses - Results 

4.5.1 Overall Performance 

To assess predictive performance on unseen data, the Graph Attention Network (GAT) 

model was validated using a temporal train/test split. The model was trained on business 

data from 2018-2023 and validated on held-out data from 2024, simulating a realistic 

forecasting scenario. The model demonstrated strong predictive capabilities, achieving an 

R² of 0.739, indicating it explains 73.9% of the variance in business counts across Halifax's 

dissemination areas. Key performance metrics included a mean absolute error (MAE) of 

2.22 businesses, and a root mean square error (RMSE) of 4.15 businesses, with a Pearson 
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correlation of 0.872 confirming a very strong positive relationship between predicted and 

actual values. At the municipal level, the model achieved 98.7% coverage, predicting 

12,193 total businesses against the actual 12,359, an aggregate underprediction of only 

1.3% that highlights its reliability for high-level planning. The model performance is 

summarized in the table below. 

Table 4.3 Model Performance summary 

Metric Value Interpretation 

R² Score 0.739 Explains 73.9% of variance 

Mean Absolute Error (MAE) 2.22 businesses/DA Average prediction error 

Root Mean Square Error (RMSE) 4.15 businesses/DA Error magnitude 

Pearson Correlation 0.872 Very strong relationship 

Total Businesses (Actual) 12,359 Observed in 2024 

Total Businesses (Predicted) 12,193 Model prediction 

 

A crucial aspect of validation is ensuring the model has learned generalizable patterns 

rather than memorizing the training data. A comparison of the model's performance on the 

training data (2018-2023) versus the validation data (2024) reveals an exceptionally small 

generalization gap of 0.006 (a 0.8% difference in R² scores). This negligible gap provides 

strong evidence of robust generalization and indicates that the model has not overfit the 

training data. 

4.5.2 Category Specific Performance 

Predictive accuracy varies across industry sectors due to their unique locational 

dependencies. The model's performance was evaluated for seven distinct business 

categories, with results detailed in Table 4.4. The model performed exceptionally well for 

categories with strong spatial clustering patterns. Industrial & Logistics (R²=0.870) and 

Professional & Office (R²=0.854) were the most predictable, as their locations are heavily 

influenced by factors like transportation infrastructure and urban cores, which are well-

captured by the model's features. Similarly, Business Support & Admin (R²=0.809) and 

Retail & Hospitality (R²=0.807) also showed very good performance. Predictability was 

moderately lower for Institutional & Community (R²=0.793) and Local Services 

(R²=0.762), whose locational drivers can be more complex or evenly distributed. As 
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anticipated, the heterogeneous Other category, a catch-all for miscellaneous businesses, 

exhibited poor performance (R²=0.280) due to a lack of coherent spatial patterns and a 

small sample size. 

Table 4.4 GNN Performance by Business Category (2024 Validation) 

Business Category MAE RMSE R² Total 

Actual 

Total 

Predicted 

Industrial & Logistics 3.11 7.94 0.870 2,475 2,251 

Professional & Office 2.86 5.76 0.854 2,724 2,454 

Business Support & Admin 0.90 1.33 0.809 310 309 

Retail & Hospitality 3.92 6.90 0.807 3,109 3,337 

Institutional & Community 2.50 3.73 0.793 1,902 2,198 

Local Services 1.99 2.82 0.762 1,578 2,052 

Other 0.25 0.56 0.280 261 592 

 

4.5.3 Comparison with Baseline Models 

To contextualize the GAT model's performance, it was compared against three non-spatial 

baseline models. As shown in Table 4.5, the GAT model significantly outperforms all 

baselines, achieving an 8.0% higher R² score than the next-best model (Random Forest). 

More importantly, it reduces prediction errors substantially, with a 16.2% lower MAE and 

a 17.2% lower RMSE. This demonstrates the critical value of explicitly modelling spatial 

relationships using a graph structure for business location forecasting. 

Table 4.5 Model Performance Comparison (2024 Validation) 

Model R² Score MAE RMSE Spatial 

Aware? 

Naive (Historical Average) 0.421 3.87 7.23 No 

Linear Regression 0.612 2.98 5.64 No 

Random Forest 0.684 2.65 5.01 No 

GAT (Current Model) 0.739 2.22 4.15 Yes 
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4.5.4 Business Forecasts 

The model projects modest growth in Halifax's business landscape from 2024 to 2025, as 

shown in Figure 4.5. The total number of establishments is forecast to increase from 12,359 

(2024 actual) to 12,486 (2025 forecast), representing a 1.0% year-over-year increase (+127 

businesses). Using this simplified forecasting function iteratively, we extended predictions 

to 2026 and 2027 by treating each year's forecast as the input for the subsequent year. The 

results project continued modest growth: 12,632 businesses in 2026 (+1.2% from 2025) 

and 12,904 businesses in 2027 (+2.2% from 2026), representing a total three-year growth 

of 4.4% from 2024 to 2027 as shown in Table 4.6. This growth trajectory aligns with 

regional economic indicators and reflects steady business expansion consistent with 

Halifax's population and employment trends, averaging approximately 1.4% annual growth 

over the forecast period. 

 

Figure 4.5 Business Trends by Category (2022-2025) 

Table 4.6 Total Business Forecasts (2024-2027) 

Year Total Businesses Change from previous year Cumulative Growth from 2024 

2024 12,359   

2025 12,486 +127 (+1.0%) +1.0% 

2026 12,632 +146 (+1.2%) +2.2% 

2027 12,904 +272 (+2.2%) +4.4% 
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The 2025 forecasts reveal differentiated growth patterns across sectors. Industrial & 

Logistics shows remarkable stability with a projected change of only -0.2% (2,475 to 2,471 

businesses), suggesting the sector has reached equilibrium after growth in 2024. This 

stability reflects mature infrastructure and established spatial patterns around 

transportation corridors and industrial parks. Local Services is forecast to grow by +4.9% 

(1,578 to 1,656 businesses), driven by continued residential development and 

neighborhood service demand. However, several categories show modest declines in 2025, 

including Professional & Office (-8.1%), Retail & Hospitality (-6.2%), Institutional & 

Community (-4.5%), and Business Support & Admin (-17.0%). These declines may 

partially reflect the model's conservative bias and systematic underprediction observed 

during validation (aggregate -1.3% error) rather than actual market contraction. Users 

should interpret category-specific forecasts with awareness of these historical biases. 

4.6  Firm-Level Sales and Employment Forecasting - Methods 

Following the data preparation, a predictive modelling framework was developed to 

forecast firm-level sales and employment. This framework is centered on an interpretable 

machine learning algorithm and a rigorous experimental design composed of three distinct 

scenarios. Each scenario is designed to test a different aspect of model performance, from 

static explanatory power to long-range forecasting reliability. The methodological 

workflow, from data integration to the final scenario analysis, is summarized in Figure 4.6. 
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Figure 4.6 Modelling Framework for Sales Revenue and Employee Size Prediction 

4.6.1 Core Modelling Algorithm and Prediction Hierarchy 

For this study, the Explainable Boosting Machine was selected as the core predictive 

engine. EBM is a "glassbox" machine learning model that belongs to the family of 

Generalized Additive Models (GAMs), enhanced with modern techniques like gradient 

boosting. It was chosen because it offers a unique combination of high predictive accuracy 

while maintaining full model interpretability. This inherent interpretability is crucial in a 

transportation planning context, as it allows for transparent, defensible, and stakeholder-

supported decision-making. This transparency is achieved through two key outputs that are 

central to the analysis: 
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Global Feature Importance: EBM provides a ranked list of all predictor variables based 

on their overall contribution to the model's predictions. This allows us to identify the most 

influential drivers of sales and employment. 

Partial Dependence Plots (Shape Functions): For each feature, EBM generates a plot 

that visualizes the learned relationship between that single feature and the predicted 

outcome, holding all other features constant. These plots reveal how each variable impacts 

the prediction (e.g., linearly, non-linearly, or with thresholds) and are essential for 

validating the model's logic against established theory. 

These interpretability tools will be used not only to understand the drivers of economic 

activity but also to compare how the influence of key transportation and economic factors 

changes across the different temporal scenarios. This algorithm was applied within a two-

step prediction hierarchy. First, an EBM model was trained to predict log-transformed sales 

revenue. Second, the predicted sales revenue from this initial model was included as an 

input feature to train a second EBM model for predicting the number of employees. This 

hierarchical approach explicitly tests the hypothesis that sales performance is a significant 

driver of employment and allows us to analyze how prediction errors from the sales model 

propagate to the employee model. 

4.6.2  Experimental Design: Scenario Approaches 

To rigorously assess the performance and real-world applicability of the models, three 

distinct experimental scenarios were designed. The first, a Static Cross-Sectional Model, 

serves as a standard baseline to measure the model's explanatory power within a single 

time period. For this scenario, the models were trained and tested exclusively on 2022 data, 

using a random 80% training and 20% testing partition. The second scenario, the Temporal 

Generalization Model, was designed to test the model's robustness and ability to generalize 

from one year to the next. Simulating a realistic short-term forecasting task, this setup 

involved training the models on the complete dataset from 2023 and testing on the complete 

dataset from 2024. 

The third and most demanding scenario was the Long-Range Recursive Forecasting Model, 

intended to evaluate the model's suitability for multi-year strategic planning. In this setup, 
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the models were trained on a pooled dataset of all available historical data (2018, 2022, 

and 2023). Crucially, to equip the model for forecasting, the feature set was augmented 

with temporal variables. These included lagged values of the target variables (e.g., using 

2022 sales to help predict 2023 sales) and rolling averages to capture underlying trends 

over multiple years. 

Furthermore, to ensure the model accounted for expected demographic shifts, external 

growth factors for population were incorporated. For the forecast years (2025-2027), 

population-based features were projected forward using an annual growth rate based on 

official municipal forecasts for the Halifax region. The model's initial performance was 

first validated on the known 2024 data before being used to forecast outcomes for 2025. 

Subsequently, a recursive approach was implemented to forecast for 2026 and 2027, where 

the predicted outcomes from one year served as inputs for the next. This recursive method 

explicitly tests how robust the model is to the potential for error accumulation over a multi-

year forecasting horizon. 

Finally, to demonstrate the practical utility of the framework for strategic planning, a 

"what-if" scenario analysis was conducted. This analysis leverages the Long-Range 

Recursive Forecasting Model's ability to incorporate exogenous variables. The model was 

then used to forecast the subsequent impacts on sales and employment, allowing for a 

quantitative assessment of how the regional economy might respond to such a demographic 

shock. The purpose of this simulation was not to test model accuracy, but to illustrate its 

functionality as a decision-support tool for planners. 

4.6.3  Evaluation Metrics 

To provide a comprehensive view of prediction accuracy, the performance of the models 

in each scenario was evaluated using a carefully selected suite of three regression metrics. 

This multi-faceted approach was chosen because each metric offers a different and 

complementary perspective on model performance. The evaluation began with the widely 

used R-squared (R²) to measure the overall goodness-of-fit, providing a high-level sense 

of the proportion of variance in either sales or employment that the model could 

successfully explain. 
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Beyond a general fit, it was crucial to assess the magnitude of prediction errors in a way 

that was both meaningful for business analysis and comparable across models. For this, the 

weighted Mean Absolute Percentage Error (wMAPE) was employed. Unlike a simple 

percentage error which can be skewed by firms with very low sales or employee counts, 

the wMAPE adjusts for the scale of each firm, providing a more stable and economically 

relevant measure of the average error relative to the total volume. This allows for a more 

intuitive understanding of the model's practical accuracy. 

Finally, to penalize larger prediction errors more heavily and to create a standardized metric 

for comparison, the Normalized Root Mean Squared Error (NRMSE) was utilized. The 

underlying RMSE is inherently sensitive to significant prediction failures, which is critical 

in a planning context where a few large misses can be more consequential than many small 

ones. By normalizing this value, a dimensionless error metric is created. This normalization 

is essential for the study, as it allows for a direct, "apples-to-apples" comparison of 

predictive performance between the sales model (measured in dollars) and the employee 

model (measured in counts), which would otherwise be impossible due to their different 

scales and units. 

Ultimately, the rigorous application of this metric framework elevates the model from a 

statistical exercise to a practical tool for transportation planning. As established in the 

literature, advanced Land-Use and Transport Interaction (LUTI) models and freight 

microsimulations require granular, reliable firm-level forecasts to function effectively. By 

using wMAPE and NRMSE, the real-world accuracy and potential risk associated with the 

distinct sales (freight) and employment (commuter) predictions can be directly quantified. 

Applying this evaluation suite consistently across the static, temporal, and recursive 

forecasting scenarios allows for addressing the critical research gap of unquantified 

uncertainty, providing a transparent report card on how model reliability evolves over time. 

This provides planners with the confidence needed to use these multi-dimensional forecasts 

to make more targeted infrastructure investments, moving beyond the limitations of 

traditional, unidimensional planning models. 
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4.7   Firm-Level Sales and Employment Forecasting - Results 

This section presents the performance and interpretation of the predictive models under the 

three experimental scenarios. For each scenario, the quantitative accuracy of the sales and 

employee models is first reported, and then the interpretability features of the EBM are 

used to analyze the key drivers of firm performance. 

4.7.1  Scenario A: Static Cross-Sectional Model (The Baseline) 

This scenario establishes a performance baseline using a standard 80/20 split on the 2022 

dataset. 

Table 4.7 Results for Sales and Employee Models for 2022 

 R² wMAPE NRMSE 

Sales 2022 0.404 5.47% 0.133 

Number of Employee 2022 0.675 49.47% 0.065 

 

 
Figure 4.7 Predicted vs Actual Scatter Plot 

for Sales 2022 Model 

 
Figure 4.8 Predicted vs Actual Scatter Plot 

for Employee 2022 Model 

 

The EBM regressor models demonstrated varying predictive capabilities for 2022 sales and 

employee counts. For 2022 Sales, the model achieved an R2 of 0.404 with a wMAPE of 

5.47% and an NRMSE of 0.133, indicating a moderate fit where approximately 40.4% of 

the variance in actual sales is explained, as visually represented by the scatter of points 

(Figure 4.7) around the perfect prediction line. The Number of Employees in 2022 model 

showed a stronger R2 of 0.675, explaining about 67.5% of the variance in actual employee 
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counts; however, it exhibited a substantially higher wMAPE of 49.47% despite a lower 

NRMSE of 0.065, suggesting greater proportional errors in predictions, especially  

for larger employee counts, as can be observed in the wider scatter of points from the ideal  

 line. 

 
Figure 4.9 Global Feature Importance 

Diagram for Sales 2022 Model 

 

 

Figure 4.11 Partial Dependence Diagram for Establishment Types and Average Rent in Sales 

2022 Model 

Figure 4.10 Global Feature Importance 

Diagram for Employee 2022 Model 
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Figure 4.12 Partial Dependence Diagram for  Average Rent in Sales 2022 Model 

 

 

Figure 4.13 Partial Dependence Diagram for Establishment Types (Most Important feature 

in Employee 2022 Model) 
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Figure 4.9 illustrates the top 10 features (main effects and interactions) influencing the 

sales prediction model, along with their cumulative importance. "Establishment Types" 

emerged as the most important feature, followed by "Headquarters/Branch" and "Average 

Rent," with these top three features collectively accounting for a significant portion of the 

model's predictive power. The partial dependence plot for "Establishment Types” (Figure 

4.11), a nominal feature, provides granular insights into its influence on predicted sales 

scores: "Wholesale trade," "Manufacturing," "Finance and Insurance," and "Utilities" are 

notably associated with a positive score contribution, while "Education Services" and 

"Administrative services" show a negative impact. Beyond "Establishment Types," other 

significant influences were observed from their respective partial dependence diagrams: a 

competitor density below 20 tends to correlate with higher sales, after which sales decrease 

linearly as competitor density rises. Similarly, an average rent exceeding $30,000 is 

positively associated with higher sales (Figure 4.12). This threshold marks a point of 

market saturation, suggesting that adding more commercial space to these dense areas leads 

to lower economic returns. Furthermore, branches are generally associated with higher 

sales than headquarters, while local businesses (indicated by the SOHO flag) are linked to 

lower sales. Finally, businesses located in urban and industrial areas tend to exhibit higher 

sales. 

For the employee count prediction model, which incorporates actual sales revenue as a 

predictor, Figure 4.10 displays the top 10 features. Notably, "Actual Sales Revenue" is the 

most dominant feature, contributing substantially to the model's predictions. This is 

followed by "Establishment Types" and the interaction term "Actual Sales Revenue & 

Establishment Types." The high importance of "Actual Sales Revenue" suggests that it is a 

primary driver in determining the number of employees. The partial dependence plot for 

"Actual Sales Revenue" (Figure 4.13) demonstrates a generally positive and increasing 

relationship between actual sales revenue and the predicted employee count score. The 

model indicates a general trend where higher actual sales revenues are associated with a 

higher predicted number of employees, although the relationship plateaus at high sales 

volumes. This non-linear relationship quantifies the 'decoupling' effect: doubling a firm's 

sales does not require doubling its workforce, a critical distinction for forecasting freight 

demand (driven by sales) versus transit demand (driven by employees). Furthermore, 
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Establishment Types like “Accommodation and food services” and “Education Services” 

are associated with higher numbers of employees, while “Wholesale Trade” and “Utilities” 

are associated with lower numbers of employees. 

4.7.2 Scenario B: Temporal Generalization Model  

This scenario tests the model's ability to generalize from one year to the next, simulating a 

realistic short-term forecasting task. The models were trained on the complete 2023 dataset 

and evaluated on the complete 2024 dataset. 

Table 4.8 Temporal Generalization Results for Sales and Employee Models (2023 → 2024) 

 R² wMAPE NRMSE Temporal 

Ratio* 

Sales 2023_2024 0.408 5.67% 0.078 0.941 

Number of Employee 2023_2024 0.644 49.19 0.058 0.999 

*Note: A custom metric indicating model stability, with 1.0 representing perfect stability. 

The results, as detailed in Table 4.8, demonstrate the remarkable temporal robustness of 

the models, exhibiting minimal performance degradation even when forecasting from 2023 

to 2024, a period during which concept drift might typically be expected. The sales model 

maintained a high level of accuracy, achieving an R2 of 0.408, which is nearly identical to 

its performance in the static evaluation. Similarly, its wMAPE and NRMSE remained 

stable, indicating consistent predictive precision. The employee model also displayed 

significant stability, with an R2 of 0.644 (compared to 0.675 in the static test) and negligible 

changes in its wMAPE and NRMSE values. This minimal decay in performance is 

quantitatively confirmed by Temporal Stability Ratios close to 1.0 for both models. 

This observed temporal stability can be attributed to the consistent influence of key 

economic drivers and stable learned relationships within the model. Analysis of feature 

importance and partial dependence plots from the temporal model revealed that the most 

influential predictors largely remained consistent across the scenarios. For the sales model, 

"Establishment Types" and "Headquarters/Branch" continued to be the most impactful 

features. In the employee model, "Predicted Sales Revenue" remained the dominant 

predictor, reinforcing the robustness of this hierarchical relationship. Furthermore, the 

partial dependence plots confirmed that the qualitative relationships learned by the model 

were stable over time; for instance, the positive score contribution of "Wholesale trade" 
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and "Manufacturing" to sales, and the negative impact of "Education Services," persisted 

with similar magnitudes as observed in the earlier 2022 model. This consistency suggests 

that the fundamental economic structures captured by the features did not undergo 

significant shifts within the Halifax region between 2023 and 2024, validating the EBM 

framework's ability to produce reliable short-term forecasts for sales and employment in 

this context. 

4.7.3  Scenario C: Long-Range Recursive Forecasting 

This final scenario evaluates the model's suitability for long-range strategic planning by 

incorporating temporal features and a recursive forecasting methodology. To create a 

forecasting model suitable for long-range planning, the feature set was augmented with 

temporal variables, including lagged values of sales and employment from previous years, 

as well as rolling averages. The model was trained on pooled data from 2018-2023 and 

validated by predicting outcomes for the hold-out year, 2024. The validation results showed 

exceptionally high predictive accuracy, with the sales model achieving an R² of 0.873 and 

the employee model achieving an R² of 0.914. 

An analysis of the model's global feature importance confirmed that, as expected, the 

lagged values of the target variables were the dominant predictors. This indicates that a 

firm's performance in the previous year is the single best predictor of its performance in 

the current year. While these temporal features anchored the predictions, other variables 

related to location, industry, and firm characteristics provided adjustments to these baseline 

trends. With the model's strong validation performance established, it was used to generate 

recursive forecasts for the years 2025, 2026, and 2027. Figures 4.14 and 4.15 illustrate the 

forecasted trends for average sales revenue and employee size, aggregated by top 

establishment types. 
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Figure 4.14 Average Sales Revenue Trends (2022-2024) and Forecasts (2025-2027) 

 

Figure 4.15 Average Employee Size Trends (2022-2024) and Forecasts (2025-2027) 

As seen in Figure 4.14, establishment types, Agriculture shows rapid growth whereas 

Utilities, construction show mild growth in sales. Other establishments show fairly stable 

sales upto 2027. Figure 4.15 presents the corresponding forecasts for average employee 

size, which projects a future of overall stability. Even in sectors with significant projected 

sales growth, such as "Manufacturing" and "Wholesale Trade", the model does not forecast 

a proportional increase in employment. This divergence between sales and employment 



81 

 

forecasts is a critical insight, potentially indicating expected gains in productivity or 

automation rather than large-scale hiring. 

4.7.4  What-If Analysis 

A key strength of this predictive framework is its capacity for "what-if" scenario analysis, 

enabling planners to quantitatively assess the impact of different economic futures. The 

model is designed to incorporate exogenous variables, such as population growth and 

inflation rates, allowing for simulations beyond the "business-as-usual" projection.  

To demonstrate this capability, we simulated a high-growth shock by increasing the 

assumed population growth rate from the baseline of 2% to 10% for the year 2026. The 

results revealed a significant and nuanced response within the regional economy. This 

population surge was projected to drive an 11.8% increase in total sales revenue in the 

subsequent year, 2027, with the retail trade sector experiencing the most pronounced 

growth. In contrast, the impact on hiring was far more muted, with total employment 

increasing by only 2% in the same year. This simulated divergence between sales and 

employment growth, where a dramatic rise in economic activity does not trigger a 

proportional expansion of the workforce, reinforces the core finding of a potential 

decoupling between fiscal growth and job creation. This functionality allows planners to 

test various policy assumptions and economic outlooks, providing a robust tool for 

evidence-based strategic planning. 

4.7.5  Synthesis of Findings 

The results from the three experimental scenarios collectively paint a comprehensive 

picture of the capabilities and limitations of predictive modelling for transportation 

planning. A side-by-side comparison of the models' performance, summarized in Table 4.9, 

reveals a clear narrative about the importance of validation strategy. 

Table 4.9 Summary of Model Performance (R²) Across All Scenarios 

Scenario Model Sales R² Employee R² 

A: Static (2022) EBM (without lags) 0.404 0.675 

B: Temporal (2023→2024) EBM (without lags) 0.408 0.644 

C: Validation (2024) EBM (with lags) 0.873 0.914 
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The static model in Scenario A established a solid performance baseline, demonstrating the 

EBM's ability to capture complex relationships within a single year. Crucially, Scenario B 

showed that these learned relationships were remarkably robust over a short-term, one-year 

horizon, with model performance remaining stable. This validates the framework's utility 

for short-term operational planning, as the key drivers of firm performance, such as 

industry type and corporate structure, proved to be consistent predictors. 

The long-range model in Scenario C achieved the highest quantitative accuracy, but this 

was primarily attributable to the inclusion of powerful lagged variables. While these 

features make for an excellent forecasting tool, they also underscore a key finding: the best 

predictor of the near future is the recent past. The resulting forecasts should therefore be 

interpreted as a "business-as-usual" baseline, projecting a future where historical trends 

continue. The divergence between sales and employment growth forecasts further 

highlights the model's ability to uncover nuanced economic trends, suggesting that future 

economic growth may not be coupled with proportional job creation in all sectors. 

Collectively, these findings demonstrate that while static models can be misleading, well-

specified temporal models are reliable for short-term prediction. For long-range planning, 

the primary value of these forecasting models lies not in providing a definitive future, but 

in establishing a data-driven baseline. The utility of this baseline was powerfully 

demonstrated in our "what-if" scenario analysis (Section 5.4), where the model was used 

to quantify the distinct impacts of a major population shock on sales versus employment. 

This confirms that the model serves as a robust foundation against which the effects of 

major infrastructure projects, policy changes, or economic shifts can be systematically 

evaluated. 

4.8  Synthesis and Comparative Insights 

This chapter developed two complementary machine learning approaches for predicting 

business activities: spatial prediction of business counts using Graph Neural Networks and 

firm-level forecasting of sales and employment using Explainable Boosting Machines. The 

GNN approach achieved an R² of 0.739 for dissemination area-level business counts, 

outperforming non-spatial baselines by 8.0% through explicit modelling of spatial 
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dependencies. In contrast, the firm-level EBM approach achieved R² values of 0.408 for 

sales and 0.675 for employment, addressing individual firm performance prediction rather 

than aggregate spatial patterns. 

Both approaches demonstrated remarkable temporal stability across validation 

frameworks. The GNN model showed minimal generalization gap (0.006 difference in R²) 

between 2022-2023 training and 2024 validation, while the EBM models exhibited 

consistent performance with sales R² at 0.408 and employment R² declining marginally 

from 0.675 to 0.644. This consistency validates both frameworks for short-term operational 

planning and provides evidence that fundamental economic structures in Halifax remained 

stable during this period. The recursive forecasting experiments revealed potential 

decoupling between sales growth and employment expansion, with a 10% population 

growth shock driving 11.8% sales increase but only 2% employment growth, 

demonstrating the framework's utility for policy scenario testing. 

4.9  Discussion and Policy Implications 

The development of complementary spatial Graph Neural Networks and firm-level 

Explainable Boosting Machines offers a robust, multi-perspective framework for urban 

systems modeling. Rather than a single integrated pipeline, these distinct approaches 

provide planners with necessary checks and balances: the GNN establishes the spatial 

distribution of business opportunities at the dissemination area level, while the EBM 

captures the internal growth drivers of individual firms. The temporal stability observed 

across validation scenarios confirms that these models capture fundamental economic 

structures rather than transient noise, providing a reliable baseline for both short-term 

operational planning and long-term strategic oversight. 

The forecasts generated by this framework hold immediate practical value for municipal 

administration beyond their role in transportation planning. The model’s projection of 

stable growth to 12,904 businesses by 2027 provides a data-driven basis for municipal 

budgeting and resource allocation. By anticipating specific growth in the "Local Services" 

sector versus declines in "Business Support," city administrators can proactively adjust 

staffing for permitting offices, refine commercial tax revenue forecasts, and target 
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economic development programs where they are most needed. Furthermore, the ability to 

identify specific dissemination areas projected for high business churn allows for early 

intervention, enabling the city to direct business retention support to vulnerable 

neighborhoods before vacancies become systemic. 

A critical implication for transportation infrastructure emerges from the "decoupling" 

phenomenon identified in the recursive firm-level forecasting. The models demonstrate 

that sales volume (a proxy for freight demand) grows significantly faster than workforce 

size (a proxy for commuter demand). In the high-growth simulation, sales surged by 11.8% 

while employment grew by only 2%. This finding challenges the traditional reliance on 

employment density as the sole generator for transportation demand. Planners must 

recognize that high-growth commercial zones will require disproportionate investment in 

freight infrastructure such as loading zones, reinforced truck routes, and last-mile logistics 

hubs, even if commuter transit demand in those same zones remains relatively stable. 

Failing to account for this fiscal-physical decoupling risks severe congestion in economic 

corridors. 

The model's interpretability features also provide specific directives for land-use zoning 

regarding market saturation. The partial dependence analysis of "Competitive Density" 

reveals a distinct threshold of approximately 20 firms within a local radius, after which the 

positive effects of agglomeration turn into negative competitive impacts. This non-linear 

insight suggests that current zoning policies encouraging endless densification in existing 

clusters may yield diminishing economic returns. Instead, planning policy should pivot 

toward incentivizing commercial development in the emerging secondary hubs identified 

by the GNN model, relieving pressure on oversaturated cores while distributing economic 

accessibility more equitably across the region. 

Finally, the strong predictive power of "Distance to Highway Interchange" for the 

Industrial and Logistics sectors necessitates a protective approach to industrial land use. 

The models confirm that proximity to regional freight networks is a non-negotiable success 

factor for these high-sales-volume firms. Consequently, municipal planning must prioritize 

the preservation of land parcels within the high-value radius of highway interchanges 

strictly for logistics and industrial use. Allowing residential or mixed-use encroachment in 
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these specific zones would not only conflict with the necessary freight traffic but would 

also displace the economic activities that rely most heavily on this specific infrastructure, 

undermining the region's supply chain efficiency. 

4.10  Conclusion 

This chapter addressed business activity prediction through two complementary machine 

learning frameworks: Graph Neural Networks for spatial forecasting of business counts 

and Explainable Boosting Machines for firm-level sales and employment prediction. The 

GNN approach achieved R² of 0.739 for dissemination area-level predictions, 

outperforming non-spatial baselines by 8.0% through explicit spatial dependency 

modelling. The firm-level EBM approach achieved R² of 0.408 for sales and 0.675 for 

employment in static scenarios, with substantial improvements to 0.873 and 0.914 

respectively in long-range recursive forecasting when augmented with temporal lag 

features. 

Rigorous temporal validation across three scenarios, static cross-sectional, short-term 

generalization, and long-range recursive forecasting demonstrated remarkable stability. 

Both models maintained consistent performance across temporal tests, with the GNN 

showing minimal generalization gap (0.006 difference in R²) and the EBM exhibiting 

marginal decline from 0.675 to 0.644 for employment. The hierarchical two-step prediction 

framework quantified error propagation from sales to employment, revealing strong causal 

coupling between fiscal and physical growth dimensions. 

The recursive forecasting experiments identified potential decoupling between sales 

growth and employment expansion, with significant implications for transportation 

demand forecasting. The what-if scenario analysis demonstrated that a 10% population 

shock generates 11.8% sales increase but only 2% employment growth, fundamentally 

challenging assumptions about the relationship between economic activity and trip 

generation. This contribution extends beyond predictive accuracy to establish 

methodological foundations for integrated urban economic modelling, providing replicable 

templates for applying machine learning in transportation planning where temporal 

reliability and interpretability are essential.   
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Chapter 5  

Predicting Household’s EV Adoption 

5.1  Introduction 

This chapter develops the third building block of the thesis's modular machine learning 

framework: household-level electric vehicle adoption prediction using explainable 

machine learning. The adoption of electric vehicles (EVs) represents a critical pathway 

toward sustainable urban transportation, with profound implications for infrastructure 

planning, energy demand forecasting, and climate policy (Rezvani et al., 2015; He et al., 

2021). Understanding and predicting household EV purchase intentions enables 

transportation planners and policymakers to design targeted interventions, allocate 

resources efficiently, and accelerate the transition to low-carbon mobility (Sovacool et al., 

2019; Hardman, 2019). 

Electric vehicles represent a fundamentally new element within transportation systems, 

introducing unique prediction challenges (Egbue & Long, 2012; Rezvani et al., 2015). 

Unlike conventional vehicle ownership patterns with decades of behavioral data, EV 

adoption involves emerging technologies with rapidly evolving infrastructure, shifting 

policy landscapes, and uncertain long-term trajectories (Jensen et al., 2013). The adoption 

of EVs is influenced by a complex interplay of individual, demographic, situational, and 

external factors that vary widely, encompassing personal preferences, financial 

considerations, and societal trends (Sovacool et al., 2019; Axsen et al., 2015; Rezvani et 

al., 2015). Hybrid electric vehicles (HEVs) occupy a particularly important transitional 

role, acting as a technological and psychological bridge between conventional internal 

combustion vehicles and full battery electrification (BEVs) (Axsen et al., 2015; Carley et 

al., 2019). HEVs address range anxiety and charging infrastructure concerns while 

introducing drivers to electrified powertrains, making them a critical stepping stone in the 

broader transportation electrification pathway (Christidis & Focas, 2019). Recognizing this 

bridging function, this study employs a multiclass classification framework distinguishing 

between battery electric vehicles (BEVs), hybrid electric vehicles (HEVs), and 

conventional vehicles, three technologies with fundamentally different infrastructure 
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requirements, cost structures, adoption barriers, and policy sensitivities (Axsen et al., 2015; 

Carley et al., 2019). Most existing studies model simplified EV/non-EV classifications, 

limiting their ability to provide differentiated policy targeting for these distinct technology 

pathways (Bas et al., 2021; Jia et al., 2020). 

Given the novelty and complexity inherent in predicting adoption of emerging vehicle 

technologies (Egbue & Long, 2012; Shetty et al., 2020), this chapter employs a systematic 

model comparison strategy, evaluating ten distinct machine learning architectures to 

identify the most effective approach for household-level EV adoption prediction. The 

existing literature clearly establishes EV adoption as a complex, multi-faceted 

phenomenon, driven by the interaction of diverse factors (Sovacool et al., 2019; Rezvani 

et al., 2015). This comprehensive evaluation spans tree-based ensemble methods (Random 

Forest, AdaBoost, Gradient Boosting, XGBoost, CatBoost), probabilistic classifiers 

(Gaussian Naive Bayes), kernel methods (Support Vector Machines), neural networks 

(Multi-Layer Perceptron), and interpretable glass-box models (Explainable Boosting 

Machines). By systematically comparing predictive performance across this diverse model 

portfolio, the study ensures robust identification of the architecture best suited to capture 

the complex, nonlinear relationships among demographic, spatial, attitudinal, and policy-

related factors driving household EV adoption decisions (Bas et al., 2021; Martín-Baos et 

al., 2023). 

However, predictive accuracy alone is insufficient for policy-facing applications where 

stakeholder trust, democratic legitimacy, and evidence-based decision-making are 

paramount (Kuziemski & Misuraca, 2020). Transportation planners and policymakers 

require transparent insights into which barriers most strongly inhibit BEV versus HEV 

adoption, how infrastructure investments (e.g., workplace charging stations) differentially 

affect adoption across income groups, and whether demographic targeting or spatial 

interventions offer greater leverage for accelerating electrification. To address this critical 

need for interpretability, this chapter employs Explainable Boosting Machines (EBMs), 

glass-box models that combine gradient boosting's predictive performance with 

generalized additive models' inherent transparency (Lou et al., 2012; Nori et al., 2019). 

EBMs provide both global interpretability: quantifying how each variable impacts adoption 
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probabilities across the entire population and local interpretability explaining why specific 

households receive particular predictions (Nori et al., 2019). Unlike post-hoc explanation 

methods such as LIME that approximate black-box behavior, EBM's glass-box architecture 

ensures consistent, reliable explanations that directly reflect decision logic, enabling 

planners to validate model alignment with domain knowledge and communicate findings 

effectively to non-technical stakeholders (Ribeiro et al., 2016; Lundberg & Lee, 2017; Bas 

et al., 2023). This transparency is essential for democratic legitimacy when machine 

learning models inform decisions affecting transportation investments, land-use 

regulations, or public resource allocation (Kuziemski & Misuraca, 2020). 

By integrating HaliTRAC survey data from Halifax (2023) and applying systematic model 

comparison across ten machine learning architectures, this study aims to deliver both 

accurate multiclass forecasts and clear, policy-relevant interpretations of the demographic, 

spatial, and attitudinal factors driving BEV, HEV, and conventional vehicle purchase 

intentions. The following sections review key theoretical and empirical literature on EV 

adoption (Section 5.2), detail the HaliTRAC data, preprocessing steps, and machine 

learning methods (Section 5.3), present model performance and interpretable feature 

analyses (Section 5.4), derive targeted policy implications (Section 5.5), and conclude with 

recommendations for integrating interpretable ML into future EV planning efforts (Section 

5.6). 

5.2  Literature Review 

The literature on electric vehicle adoption is organized around three substantive themes: 

the multi-dimensional factors influencing adoption decisions, the evolution of predictive 

methodologies from traditional discrete choice models to machine learning approaches, 

and the critical need for interpretability in policy-facing applications. 

Individual characteristics significantly shape EV adoption decisions, offering key insights 

for targeted policy approaches. Research consistently highlights the influence of factors 

such as income levels, pro-environmental attitudes, and direct experience with EVs 

(Sovacool et al., 2019; Jensen et al., 2013; Axsen et al., 2015; Rezvani et al., 2015; Carley 

et al., 2019). These findings suggest that policies aimed at addressing affordability barriers 
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for lower-income households and leveraging pro-environmental values within messaging 

could be particularly effective. Technological advancements, especially those directly 

enhancing user experience and mitigating range anxiety such as predictive eco-driving 

assistance systems (Chada et al., 2023), also play a crucial role in improving EV 

acceptance. Demographic factors, such as age and education level (Sierzchula et al., 2014; 

Kim et al., 2019), suggest potential segmentation strategies for targeted information 

campaigns. Conversely, the mixed or insignificant effects of factors like vehicle ownership 

and population density (Sierzchula et al., 2014; Javid and Nejat, 2017) highlight the need 

for nuanced, context-specific policy design, rather than broad-brush approaches. 

External factors, particularly policy-driven incentives, are consistently identified as critical 

levers for encouraging EV adoption. Financial incentives, such as tax rebates and direct 

cash refunds, and non-financial incentives, including state-funded charging infrastructure 

and preferential parking, demonstrably accelerate EV uptake (Rezvani et al., 2015; 

Hardman, 2019; He et al., 2021; Wong et al., 2023). These studies underscore the powerful 

role of government intervention in shaping EV market dynamics. Regional and local 

conditions, along with market-specific factors (Christidis and Focas, 2019), necessitate 

geographically differentiated policy strategies, acknowledging that a 'one-size-fits-all' 

approach is unlikely to be optimal. Furthermore, the positive influence of shared mobility 

services on EV adoption (Jenn et al., 2018; Burghard and Dütschke, 2019) suggests that 

policies promoting EV integration within car-sharing and ride-sourcing platforms could 

create valuable spillover effects, fostering broader public familiarity and acceptance of 

EVs. 

Understanding EV adoption at the household level is crucial for effective urban and 

regional transportation planning, particularly when integrating EV uptake projections into 

broader urban systems models. This study addresses this need by examining a 

comprehensive range of factors, household attributes, attitudes towards EV barriers, policy 

preferences, and spatial characteristics adopting a household-level perspective relevant for 

long-term urban planning and policy simulation in regions like Halifax. Crucially, the 

choice between BEV, HEV, and conventional vehicles is considered as distinct outcomes 
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rather than binary classifications, enabling differentiated policy targeting for these distinct 

technology pathways. 

Predicting consumer choices between conventional vehicles, HEVs, and BEVs has 

traditionally been approached using econometric methods, most notably discrete choice 

models (DCMs) based on random utility theory (Axsen & Kurani, 2013; Jensen et al., 

2013). These models provide valuable behavioral insights into attribute trade-offs but can 

face limitations in handling large numbers of interacting variables or capturing complex 

non-linear effects without pre-specifying functional forms. Machine learning techniques 

are increasingly recognized for their potential to enhance the evidence base for 

transportation policy, including the domain of EV adoption. While ML has been 

extensively applied to predict technical aspects of EV usage, such as battery life and 

charging demand (Zahid et al., 2018; Fukushima et al., 2018; Adil et al., 2024), its 

application to consumer-centric and policy-relevant adoption forecasting is rapidly 

evolving. Reinforcement learning can optimize EV charging infrastructure pricing 

strategies to balance operator revenue and user affordability (Bae et al., 2024), 

demonstrating ML's utility in optimizing charging infrastructure policy. By improving the 

accuracy of battery life and performance predictions (Ren et al., 2018), ML contributes to 

building consumer confidence, a key factor influencing adoption rates and relevant for 

public information campaigns. 

Studies comparing ML algorithms against traditional statistical models often report 

superior predictive accuracy for ML, particularly when dealing with complex datasets 

(Martín-Baos et al., 2023; Bas et al., 2021), suggesting their value in developing more 

robust policy forecasting tools. The versatility of ML extends to classifying potential EV 

buyers and predicting mode choice (Bas et al., 2021; Jahangiri and Rakha, 2015; Zhao et 

al., 2020), demonstrating its ability to analyze complex survey data and uncover nuanced 

adoption patterns. Sentiment analysis using ML (Gutierrez Araiza et al., 2024) offers a 

valuable tool for policymakers to gauge public opinion towards EVs and tailor 

communication strategies accordingly. Market segmentation using ML clustering 

techniques (Zarazua de Rubens, 2019) can refine the targeting of EV promotion programs, 

ensuring policy resources are directed most effectively. However, much of this recent ML 
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work predicting adoption has focused on binary classification (EV adopter vs. non-adopter, 

often implicitly BEV) rather than explicitly modelling the multi-class choice including 

HEVs (Jia et al., 2020; Bas et al., 2021). Furthermore, most prior studies evaluate only a 

limited set of algorithms, typically comparing two to three models, which may not 

comprehensively identify the optimal approach for complex multiclass prediction tasks 

(Bas et al., 2021; Martín-Baos et al., 2023). 

Addressing the critical need for interpretability in ML for policy applications, recent 

research has begun to explore methods like Local Interpretable Model-agnostic 

Explanations (LIME) (Bas et al., 2021; 2023). While LIME enhances transparency by 

explaining individual predictions, its local nature limits its ability to provide generalizable 

insights into the overall importance and effect shape of different factors across the 

population, which is essential for broad policy design. Specifically, understanding the 

distinct drivers pushing consumers towards HEVs versus BEVs requires a globally 

interpretable approach. This research addresses these gaps in the literature by employing a 

systematic evaluation of ten distinct machine learning architectures spanning tree-based 

ensemble methods, probabilistic classifiers, kernel methods, and neural networks to 

robustly identify the most effective approach for household-level multiclass EV adoption 

prediction. By utilizing EBM, a glass-box ML model derived from Generalized Additive 

Models, this study provides policy-actionable insights into the general factors driving EV 

adoption at a population level (Lou et al., 2012; Nori et al., 2019). While prior ML research 

has focused either on binary classification of fully electric vehicles or lacked global 

interpretability, this study expands the scope to include hybrid electric vehicles, 

recognizing their crucial role in the transition to full electrification and their distinct policy 

implications. 

The EBM's global interpretability offers a significant advantage for policy formulation 

compared to local methods like LIME, ensuring consistent and comprehensive insights 

applicable across diverse population segments and informing broadly applicable policy 

interventions that can differentiate strategies for promoting HEV versus BEV uptake. This 

research thus provides a robust and policy-relevant framework for understanding and 

forecasting the distinct choices of BEV, HEV, or conventional vehicle adoption, offering 
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insights directly applicable to the design of more effective and equitable transportation 

policies. 

5.3  Methodology 

The modelling framework is shown in the following flowchart (Figure 5.1). 

 

Figure 5.1 Modelling Framework for Household EV Prediction 

5.3.1  Data Source 

The data utilized in this research originates from the 2023 Halifax Travel Activity 

(HaliTRAC) survey (Halitrac, 2023), conducted by the Dalhousie Transportation 

Collaboratory (DalTRAC) in partnership with the Halifax Regional Municipality (HRM). 

This survey offers an extensive dataset comprising responses from 3,731 households 

(shown in Figure 5.2), 5,095 individuals, and 14,327 trips, capturing a detailed snapshot of 
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travel behaviors and associated factors. For the purposes of this study, we focus on 

household-level data, aligning with our objective to investigate the EV purchase decision-

making process, which is primarily a household choice.  

 

Figure 5.2 Spatial distribution of households indicating hybrid (up) and full-electric (down) 

vehicle purchase intentions in the HaliTRAC Survey 

The HaliTRAC survey provides geographic coordinates for each participating household, 

which are further enriched using Halifax Open Data to link each household to its respective 

census tract. These census tracts offer demographic and spatial insights, such as population 

density. To simplify the incorporation of geographic data into our analysis, the 103 census 

tracts were clustered into 11 optimal groups using the K-means clustering algorithm, which 
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organizes them based on spatial proximity. Each household was then assigned to one of 

these census tract clusters. This grouping facilitates a more structured analysis of location-

based variables while retaining spatial heterogeneity. 

In addition to census tract grouping, the dataset incorporates spatial accessibility metrics. 

These include the Euclidean distance, calculated from each household's geocoded location 

to the nearest publicly accessible EV charging station, as well as the distance to the nearest 

bus stop. These distances were calculated using geospatial methods and serve as crucial 

indicators of accessibility to sustainable transportation infrastructure. Such spatial features 

provide valuable context to understand how proximity to facilities influences household 

EV adoption intentions. The final dataset includes a range of independent variables 

categorized as follows: 

• Household Features: This includes variables such as the number of vehicles and 

bicycles owned, home ownership status, dwelling type, duration at the current 

residence, income and household size.  

• EV Barriers: This captures potential obstacles to EV adoption, such as reasons for not 

currently owning an EV (e.g., cost, lack of charging infrastructure). 

• Policy Preferences: This includes household preferences for policies aimed at 

encouraging EV adoption, such as subsidies or preferred locations for public charging 

stations. 

• Spatial Features: These encompass variables like population density within the census 

tract cluster, and distances to the nearest bus stops and EV charging stations. 

The dependent variable for this study is the household’s stated intention to purchase an 

electric vehicle within the next five years. The response options include: (1) Fully electric 

vehicle, (2) Hybrid vehicle, and (3) No intention to purchase an EV. This variable serves 

as the primary outcome for predictive modelling and analysis, providing insights into the 

factors that influence household EV adoption intentions. 

By integrating household demographics, spatial accessibility, and policy preferences, the 

dataset allows for a comprehensive analysis of the multifaceted factors driving EV adoption 

in Halifax. This structured approach ensures the robustness of our findings and supports 

evidence-based recommendations for promoting sustainable transportation choices. 
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5.3.2  Data Cleaning 

The initial dataset comprised 3,731 household records. A rigorous data cleaning process 

was undertaken to enhance data quality and ensure suitability for robust ML modelling. 

This process involved two primary filtering criteria. First, as EV purchase intention was 

our target variable, records were filtered based on its responses. Only households whose 

EV purchase intention responses aligned with the three pre-defined target categories, 

namely, full electric, hybrid, or no EV were retained, while those with responses outside 

these categories (like "not sure") were removed. Second, records exhibiting significant 

incompleteness were removed; specifically, any household record with 50% or more null 

values across its variables was excluded. Following these cleaning steps, a refined dataset 

of 2,375 household records was retained for subsequent analysis. 

5.3.3  Data Imputation 

Categorical Variables: Similarity-Based Imputation: Missing values in categorical 

variables were imputed using a custom similarity-based algorithm, chosen specifically to 

preserve inherent relationships and distributions within the categorical data. These 

relationships would be distorted by simpler methods like mode imputation. The algorithm 

operates by identifying the most similar complete record (a "donor") for each incomplete 

record (a "recipient"), then filling missing values using corresponding values from the 

donor. This approach leverages both categorical and numerical features to assess similarity: 

categorical features include Census tract group, Ownership status, Dwelling type, EV 

purchase barriers, EV policy preferences, and Preference for Charging Station at different 

locations, while numerical features encompass Population density, Years at current 

location, Distance to nearest public Charging Station, Distance to nearest bus stop, Number 

of household vehicles, Number of household bicycles, and Number of persons in 

household. 

Algorithm Steps and Scoring Mechanism: The imputation process follows a structured 

five-step algorithm. First, records are prioritized by sorting in ascending order based on the 

number of missing categorical values, ensuring that records with the fewest missing values 

are imputed first. This strategy establishes a reliable pool of complete donor records that 

grows with each iteration, stabilizing later imputations. Second, for each record with 
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missing values, similarity is assessed against all currently complete donor records through 

two metrics: a Matching Score (calculated as the sum of exact matches for each categorical 

feature) and a Distance Score (calculated as Euclidean distance across all numerical 

features). Third, both scores undergo normalization to ensure equal contribution to the 

overall similarity assessment. The Matching Score is normalized by dividing by the total 

number of categorical features, and the Distance Score is normalized by dividing by an 

estimated maximum possible distance (calculated as number of numerical features 

multiplied by the overall maximum value in numerical features). A Combined Score is then 

computed as: Normalized Distance Score minus Normalized Matching Score, where a 

lower combined score indicates higher similarity (smaller distance and higher categorical 

match). Fourth, the donor record with the lowest Combined Score is selected, and all 

missing values in the recipient record are filled using corresponding values from this most 

similar donor. Finally, the normalization of matching and distance scores acts as an implicit 

scaling mechanism, ensuring both components contribute appropriately to the overall 

similarity measure and preventing bias due to scale differences. 

Validation and Quality Assurance: This iterative similarity-based approach aims to 

impute missing categorical data by leveraging the most similar complete observations, 

thereby maintaining data structure and inter-variable relationships. The imputation strategy 

preserves realistic patterns in the data rather than introducing artificial statistical properties 

that simpler methods would introduce. To assess imputation quality, validation techniques 

such as cross-validation or consistency checks within the dataset were applied, ensuring 

the imputed values remained plausible given the multivariate relationships in the survey 

data. 

Numerical Variables Imputation: The income variable required separate treatment due 

to its numerical nature and the non-linear relationships that income typically exhibits with 

other variables. Missing income values were imputed using a Random Forest Regressor, 

an ensemble-based machine learning model selected for its ability to capture complex non-

linear relationships. The approach involved three key steps: (1) preprocessing, where 

missing values in the income column were replaced with NaN (Not a Number) and 

categorical variables were converted into dummy variables for compatibility with the 
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regression model; (2) model training, where a Random Forest Regressor was trained using 

only rows with non-missing income values, with the model aggregating predictions from 

multiple decision trees to capture complex relationships between features; and (3) 

prediction and evaluation, where missing income values were predicted using the trained 

model, predictions were rounded to the nearest integer and clipped to the range of possible 

income categories, and the model achieved a Mean Squared Error (MSE) of 2.2, indicating 

reasonable accuracy across income categories. Predicted values were then used to replace 

missing income values in the dataset. 

5.3.4  Data Preparation 

To ensure the dataset was suitable for machine learning applications, a series of 

preprocessing steps were performed. These steps involved standardizing numerical 

features, encoding categorical variables, and addressing class imbalance to ensure the 

dataset was optimally prepared for machine learning applications. 

Feature Scaling and Encoding: Standard data preparation techniques were employed to 

ensure feature consistency and algorithm compatibility. Continuous numerical features 

were standardized using StandardScaler (scaling to zero mean and unit variance). This 

common practice prevents features with larger magnitudes from disproportionately 

influencing model training and aids the convergence of some algorithms. Categorical 

variables were transformed using one-hot encoding, converting them into a binary vector 

format suitable for the machine learning models used in this study while retaining the 

interpretability of distinct categories. 

Data Partitioning: The processed dataset was subsequently split into training (80%) and 

testing (20%) subsets. Stratified sampling was utilized during this split to ensure that the 

proportional representation of each EV purchase intention class (Full Electric, Hybrid, No 

EV) was preserved in both the training and testing sets. This is crucial for building a reliable 

model and evaluating its generalization performance accurately on unseen data. 

Addressing Class Imbalance: The distribution of the target variable, electric vehicle 

adoption intentions, over the next 5 years, revealed a significant class imbalance.  A large 

majority of respondents, 72.9%, indicated they had no intention of purchasing an EV.  Of 
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those planning to purchase an EV, 18% intended to buy a hybrid vehicle, while 9.1% 

planned to buy a full-electric vehicle. This class imbalance, where the "no intention to 

purchase" group constituted a significant majority, presented a potential challenge to 

effective model training in initial explorations. To mitigate this issue, the following 

resampling techniques were applied to the training set after the train-test split: 

• Random Oversampling: This technique replicated samples from the minority class 

(Full Electric and Hybrid intentions) to increase their representation and balance the 

dataset. 

• Random Undersampling: This reduced the majority class size (No EV intention) to 

match the minority class, balancing the dataset by randomly removing the data points 

from the over-represented group. 

• SMOTENC (Synthetic Minority Over-sampling Technique for Nominal and 

Continuous data): This advanced method generates synthetic samples in the feature 

space, specifically designed for datasets containing both categorical and numerical 

variables. Unlike simpler oversampling techniques that merely replicate existing 

instances, SMOTENC synthesizes new, yet similar, minority class examples based on 

the feature space of existing minority instances. For continuous features, it generates 

new samples along the line segments connecting a minority class instance and its K-

nearest neighbors. Crucially, for nominal (categorical) features, it determines the most 

common category (mode) among the K-nearest neighbors to create new synthetic 

categorical values. This sophisticated approach allows for a more diverse and realistic 

set of synthetic samples, mitigating the risk of overfitting often associated with simple 

duplication and enhancing the model's ability to generalize from a more balanced 

representation of all classes, particularly in datasets with heterogeneous feature types. 

In our experiments, SMOTENC demonstrated the most effective performance in 

addressing class imbalance, a finding consistent with the broader literature (Wei, 2021). 

SMOTENC’s ability to generate synthetic samples while preserving the relationships 

between numerical and categorical features made it particularly suitable for this dataset. 

Final Prepared Dataset: After oversampling with SMOTENC, the training dataset 

achieved a balanced class distribution, enhancing the model's ability to learn from all target 
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classes effectively. The balanced training dataset was subsequently used to train ten 

machine learning models to identify the best-performing algorithm for predicting EV 

adoption choices.This comprehensive preparation process ensured the dataset's readiness 

for robust and reliable analysis. 

5.3.5  Machine Learning Models 

For this study, several machine learning models were selected based on their unique 

strengths and suitability for the dataset. The aspects considered include interpretability, 

ability to handle mixed data types, robustness to overfitting, computational efficiency, and 

performance with large datasets. The selected models and their unique aspects are 

described below: 

Random Forest: Random Forest constructs multiple decision trees and merges their 

results for accurate and stable predictions. It is robust to overfitting, captures complex 

feature interactions, and provides insights into feature importance, making it ideal for 

mixed data types. The prediction for Random Forest is given by: 

𝑦̂ =
1

𝑁
∑ 𝑇𝑖(𝑥)

𝑁

𝑖=1

 

where 𝑇𝑖(𝑥)  is the prediction from the (𝑖) − 𝑡ℎ tree. 

Neural Network (Multilayer Perceptron - MLP): Neural Network (MLP) captures 

complex patterns through multiple layers of neurons. It is highly flexible for modelling 

non-linear relationships, powerful for large datasets, and suitable for datasets with intricate 

patterns that simpler models might miss. The MLP prediction can be represented as: 

𝑦̂ = 𝑓(𝑊2 ⋅ 𝑓(𝑊1 ⋅ 𝑥 + 𝑏1) + 𝑏2) 

where 𝑓  is the activation function,  𝑊1  and 𝑊2 are weights, and 𝑏1 and 𝑏2 are biases. 
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Figure 5.3 A Neural Network with 4 input features, 2 hidden layers and 3 output classes 

 

Support Vector Machine (SVM): Support Vector Machine (SVM) finds the hyperplane 

that best separates classes using kernel functions for non-linear boundaries. It excels in 

high-dimensional spaces and is robust to overfitting, making it relevant for datasets with 

intricate relationships. The decision function for SVM is: 

𝑦̂ = sign (∑ α𝑖𝑦𝑖𝐾(𝑥𝑖, 𝑥)

𝑛

𝑖=1

+ 𝑏) 

where  α𝑖 are the Lagrange multipliers, 𝑦𝑖 are the class labels,  𝐾  is the kernel function, 

and 𝑏  is the bias term. SVM offers a different approach compared to Random Forest and 

Neural Networks by focusing on the optimal separating hyperplane, which might yield 

better results for certain high-dimensional problems. 

Explainable Boosting Machine (EBM): EBM is an interpretable machine learning 

method based on Generalized Additive Models (GAMs) with automatic feature selection. 

EBM combines high accuracy with interpretability, providing clear model decisions and 

enhancing model efficiency, making it particularly suitable for applications that require 

transparency. 

The EBM model can be mathematically expressed as follows: 

𝑦̂ = ∑ 𝑓𝑖(𝑥𝑖)

𝑛

𝑖=1
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where 𝑦̂ is the predicted outcome, 𝑓𝑖 are the shape functions for each feature 𝑥𝑖, and n is 

the total number of features included in the model. Each shape function 𝑓𝑖 captures the 

contribution of its respective features to the predicted outcome, allowing the model to 

represent both linear and non-linear relationships. 

EBM provides automatic feature selection by evaluating the importance of each feature 

during the training process. This not only simplifies the model but also reduces the risk of 

overfitting. The shape functions can be expressed as: 

𝑓𝑖(𝑥𝑖) = 𝑔𝑖(𝑥𝑖) + ϵ𝑖 

where 𝑔𝑖(𝑥𝑖) denotes the main effect of feature 𝑥𝑖 and ϵ𝑖 represents the residual error. 

A significant advantage of EBM is its ability to generate partial dependence plots, 

illustrating the effect of individual features on the predicted outcome. This capability will 

be leveraged to assess feature importance in the subsequent section of this methodology. 

 

Figure 5.4 Qualitative comparison of different ML models 
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In addition to these models, other models such as Logistic Regression, Mixed Naive Bayes, 

K-Nearest Neighbors (KNN), CatBoost, Adaboost, and LightGBM were tested to ensure 

we thoroughly explore all potential options for finding the best model for our task. Logistic 

Regression offers simplicity and interpretability, serving as a baseline. Mixed Naive Bayes 

handles both continuous and categorical data types, providing a unique approach compared 

to EBM. K-Nearest Neighbors (KNN) captures irregular decision boundaries, adding a 

non-parametric perspective. CatBoost excels with minimal preprocessing for categorical 

features, similar to Neural Networks but with less effort. Adaboost manages large datasets 

and mixed variables efficiently, offering robust performance in imbalanced settings. 

LightGBM, known for its speed and handling of high-dimensional data, ensures we cover 

all efficient boosting methods.  

A detailed comparison of all ten models is presented in Figure 5.4. This figure provides a 

high-level, qualitative visualization across five dimensions relevant to this study: 

'Complexity', 'Interpretability', 'Training Speed', 'Scalability', and 'Handling Categorical 

Data'. It is important to note that the scoring on the 1-5 scale represents a relative 

assessment based on established algorithmic properties and general machine learning 

principles, rather than subjective author assignments or quantitative benchmarks derived 

specifically for these characteristics within this project. For instance, models like Logistic 

Regression and EBM inherently offer higher interpretability ('Interpretability' score of 5), 

while sophisticated ensemble methods like Adaboost or 'black-box' models like Neural 

Networks typically rank lower (score of 1). Similarly, CatBoost is recognized for its 

advanced native handling of categorical data (score of 5), while models requiring 

significant preprocessing like SVM score lower (score of 0.5). This comparative overview 

aims to contextualize the strengths and weaknesses considered during model evaluation. 

Testing these models ensures a comprehensive analysis to identify the best approach for 

our specific dataset challenges. 

5.3.6 Grid Search 

The ten selected models are tuned with various parameters using the grid search technique. 

Grid search is an exhaustive method employed to find the optimal hyperparameters for a 

machine learning model. By defining a grid of possible hyperparameter values, model 
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performance is evaluated for each combination within the grid. This technique ensures that 

every combination of hyperparameters is systematically tested, thereby identifying the best 

possible set to maximize model performance. The process involves defining the parameter 

grid, training the model for each combination of hyperparameters, evaluating performance 

using cross-validation or a validation set, and selecting the set of hyperparameters that 

yields the highest performance based on evaluation metrics. This systematic approach is 

essential for identifying the most effective hyperparameters for each model, leading to 

improved performance and robustness. 

Parameter Grid Definition: For each model, a grid of potential hyperparameter values 

was defined. This grid included a range of values for each hyperparameter that might 

influence the model's performance. All the hyperparameters considered for the models are 

tabulated below. 

Table 5.1 Hyperparameters for each model 

Model Tuned Hyperparameters 
Best 

Parameters 

Random 

Forest 

n_estimators (number of trees),  

max_depth (maximum depth of trees),  

max_features (number of features for best split),  

min_samples_split (minimum num of samples to split an 

internal node),  

min_samples_leaf (minimum number of samples at a leaf 

node) 

300 

8 

Sqrt 

3 

2 

Neural 

Network 

(MLP) 

hidden_layer_sizes (number of neurons in hidden layers),  

activation (activation function for hidden layer),  

solver (optimizer for weight updates),  

alpha (L2 penalty),  

learning_rate (learning rate schedule for weight updates) 

75,75 

Tanh 

Adam 

0.01 

adaptive 
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Model Tuned Hyperparameters 
Best 

Parameters 

Support 

Vector 

Machine 

C (regularization parameter),  

kernel (type of kernel function),  

gamma (influence of a single training example) 

10 

Rbf 

scale 

Explainable 

Boosting 

Machine  

max_leaves,  

learning_rate (step size shrinkage),  

max_bins (maximum number of bins per feature) 

5 

0.01 

256 

Logistic 

Regression 

C (inverse of regularization strength),  

penalty (norm used in penalization) 

1 

L2 

Mixed 

Naive Bayes 
Default parameters 

 

K-Nearest 

Neighbors  

n_neighbors (number of neighbors to use),  

weights (weight function used in prediction),  

metric (distance metric used for the tree) 

9 

Distance 

Manhattan 

CatBoost 

depth (depth of the tree),  

learning_rate (learning rate),  

iterations (number of boosting iterations) 

10 

0.1 

200 

Adaboost 
n_estimators (number of boosting rounds),  

learning_rate (step size shrinkage),  

200 

0.05 

LightGBM 

num_leaves (maximum tree leaves for base learners),  

learning_rate (boosting learning rate),  

n_estimators (number of boosting iterations) 

50 

0.1 

200 

 

Cross Validation: Grid search was used with k-fold cross-validation, in this study, 5-fold, 

to evaluate each combination of hyperparameters. The training data is divided into k 

subsets, and the model is trained k times, each time with a different subset as the validation 

set and the remaining subsets as the training set. 
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Scoring Metrics: To assess the model's performance, the primary scoring metric used was 

ROC AUC (Receiver Operating Characteristic Area Under the Curve). This metric 

measures the area under the receiver operating characteristic curve, providing a 

comprehensive evaluation of the model's ability to distinguish between classes. As this 

study is a multiclass problem, the "one-vs-rest" approach was utilized. To ensure a thorough 

evaluation, additional metrics such as sF1-Score, Precision, Recall, Balanced Accuracy, 

Accuracy, and Log Loss were considered. The F1-Score balances Precision and Recall, 

making it useful for imbalanced class distributions, and is calculated as  

 F1 score  =  2  ×  
Precision × Recall

Precision + Recall
 . 

Precision, which indicates the accuracy of positive predictions, and Recall, which measures 

the model’s ability to capture all positive instances, are defined as  

Precision =
𝑇𝑃

𝑇𝑃+𝐹𝑃
 and Recall =

𝑇𝑃

𝑇𝑃+𝐹𝑁
, respectively. 

where TP= True Positives, FP = False Positives and FN = False Negatives. 

Balanced Accuracy accounts for imbalanced datasets by equally considering both classes 

and is calculated as Balanced Accuracy = 0.5 × (
𝑇𝑃

𝑇𝑃+𝐹𝑁
+

𝑇𝑁

𝑇𝑁+𝐹𝑃
). Accuracy provides an 

overall measure of model effectiveness. Log Loss evaluates performance using probability 

values and penalizes false classifications and is given by Log Loss = −
1

𝑁
∑(𝑦𝑖 log(𝑝𝑖) +

(1 − 𝑦𝑖) log(1 − 𝑝𝑖)). These metrics ensure a robust and well-rounded evaluation of the 

models, offering a nuanced understanding of their performance across various dimensions. 

The combination of hyperparameters that resulted in the highest ROC AUC score during 

cross-validation was selected as the best model. This ensures that the model is not only 

accurate but also generalizes unseen data. 

5.3.7  Feature Importance 

The importance of each attribute in model prediction and its effects on the target classes 

(Full Electric, Hybrid, and Do Not Buy) were assessed using EBM. This method evaluates 

the contribution of each feature to the model's predictive power through a systematic 

analysis that incorporates several key steps. 
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EBM constructs an additive model where the overall prediction is represented as the sum 

of individual feature contributions, along with potential pairwise interactions when 

specified. The model can be mathematically expressed as: 

𝑦̂ = ∑ 𝑓𝑖(𝑥𝑖)

𝑛

𝑖=1

+ ∑ 𝑔𝑗𝑘(𝑥𝑗 , 𝑥𝑘)

𝑗<𝑘

 

where 𝑦̂ is the predicted outcome,𝑓𝑖(𝑥𝑖) represents the contribution of feature 𝑥𝑖, and 

𝑔𝑗𝑘(𝑥𝑗 , 𝑥𝑘) denotes the pairwise interaction between features 𝑥𝑗 and 𝑥𝑘. Each feature is 

analyzed independently to calculate its specific impact on the prediction. 

During the iterative boosting process, EBM refines its predictions by focusing on errors 

from previous iterations. This is represented by the update rule: 

𝑦𝑡̂ = 𝑦𝑡−1̂ + 𝜈 ⋅ argmin𝑓 ∑ 𝐿(𝑦𝑖, 𝑦𝑡−1̂ + 𝑓(𝑥𝑖))

𝑚

𝑖=1

 

where 𝑦𝑡̂ is the updated prediction, 𝑦𝑡−1̂ is the prediction from the previous iteration, \nu 

is the learning rate, L is the loss function, and m is the number of samples. This iterative 

process helps identify which features contribute most significantly to reducing prediction 

error. 

The model generates feature importance scores that quantify the contribution of each 

feature to the predictions. These scores are derived from the learned additive terms: 

Importance(𝑥𝑖) = ∑ 𝑓𝑖(𝑥𝑖)

𝑚

𝑖=1

 

where Importance(𝑥𝑖) indicates the total contribution of feature 𝑥𝑖 across all predictions. 

This provides a clear and interpretable metric for understanding the significance of 

individual features. 

Additionally, EBM offers visualizations such as partial dependence plots, which illustrate 

the relationship between each feature and the predicted outcome. The partial dependence 

for a feature 𝑥𝑗 can be expressed as: 
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PD(𝑥𝑗) = 𝐸[𝑦̂|𝑥𝑗] = ∫ 𝑓𝑗(𝑥𝑗)𝑝(𝑥−𝑗)𝑑𝑥−𝑗 

where 𝑝(𝑥−𝑗) represents the joint distribution of all features except 𝑥𝑗. These plots 

demonstrate how variations in a feature's value affect the predicted probabilities of each 

target class, offering insights into the marginal effects of features on the predictions. 

In interpreting these PDPs for our multi-class classification (Full Electric, Hybrid, and Do 

Not Buy), the output for each feature's effect on a given class is on the log-odds scale. A 

positive value indicates an increased log-odds (and thus likelihood) for that class, while a 

negative value indicates a decrease. To further quantify and simplify the comparison 

between categories of nominal features (such as home ownership or dwelling type), we 

calculated Odds Ratios (ORs) from these log-odds differences. An OR greater than 1 

signifies increased odds of the outcome for the specified group compared to a reference 

group, while an OR less than 1 indicates decreased odds. 

By leveraging these techniques, EBM ensures that the feature importance analysis is both 

accurate and interpretable. This approach allows for enhanced understanding of how 

different attributes influence the model's predictions for the Full Electric, Hybrid, and Do 

Not Buy classes. The combination of quantitative scores and visual representations aids in 

translating complex model behaviors into actionable insights, informing stakeholders about 

the key drivers behind vehicle ownership decisions. 

5.4  Results 

The results section is organized into two main parts: first, the Grid Search Results, which 

identify the optimal hyperparameters and present performance metrics for each model; and 

second, the Results from the EBM, which includes global feature importance and partial 

dependence diagrams to illustrate key insights on predicting electric vehicle choices. 

5.4.1  Grid Search Result 

Grid search, employing 5-fold cross-validation, was conducted to identify the optimal 

hyperparameters for each of the ten machine learning models evaluated in this study.  The 

primary objective of this process was to maximize model performance across a range of 

relevant metrics. Table 5.2 summarizes the best performance metrics achieved by each 
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model when using their respective optimal hyperparameter configurations, as determined 

through grid search and detailed in Table 5.1. The Multinomial Logistic Regression (MNL) 

model was included as a benchmark. 

Table 5.2 Grid Search Performance Metrics 

Model 
ROC 

AUC 

F1-

Score 
Precision Recall 

Balanced 

Accuracy 
Accuracy 

Log 

Loss 

Adaboost 0.659 0.597 0.574 0.632 0.418 0.632 0.866 

EBM 0.640 0.583 0.665 0.598 0.437 0.539 0.963 

CatBoost 0.628 0.628 0.612 0.648 0.381 0.648 0.935 

Random 

Forest 
0.624 0.643 0.628 0.663 0.393 0.663 0.835 

LightGBM 0.617 0.63 0.615 0.648 0.385 0.648 1.23 

Logistic 

Regression 
0.608 0.586 0.637 0.552 0.39 0.552 1.011 

Mixed Naive 

Bayes 
0.6 0.522 0.627 0.476 0.419 0.476 8.643 

MNL 0.597 0.611 0.584 0.646 0.362 0.646 0.978 

SVM 0.591 0.613 0.609 0.617 0.383 0.617 1 

Neural 

Network 
0.582 0.608 0.602 0.615 0.366 0.615 3.132 

KNN 0.569 0.556 0.609 0.52 0.355 0.52 3.587 

 

As presented in Table 5.2, the grid search results indicate that Adaboost, EBM, and 

Catboost models demonstrated the highest overall performance in predicting EV adoption 

choices, achieving the top ROC AUC scores.  Specifically, Adaboost attained the highest 
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ROC AUC of 0.0.659, followed closely by EBM at 0.640, and Catboost at 0.628.  Higher 

ROC AUC values generally signify superior model performance in distinguishing between 

classes, indicating a better capacity to accurately predict EV adoption intentions. 

Examining other performance metrics, Random Forest achieved the highest F1-Score 

(0.643), suggesting a favorable balance between precision and recall for this model.  In 

terms of precision, EBM recorded the highest value (0.665), indicating its relative 

effectiveness in minimizing false positive predictions.  Random Forest attained the highest 

recall (0.663), demonstrating its strength in capturing true positive instances. Balanced 

accuracy, which accounts for class imbalance, was also highest for EBM (0.437).  The 

lowest Log Loss, indicating better probabilistic prediction calibration, was observed for the 

Random Forest model (0.835). 

Conversely, K-Nearest Neighbors and Mixed Naive Bayes showed comparatively weaker 

performance across the evaluated metrics.  K-Nearest Neighbors exhibited the lowest ROC 

AUC (0.569) and balanced accuracy (0.355), while Mixed Naive Bayes showed the lowest 

accuracy (0.476) and highest Log Loss (8.643), suggesting less robust performance for this 

specific prediction task. 

As a standard statistical model commonly employed in choice analysis, the Multinomial 

Logistic Regression (MNL) model served as a baseline for comparison. While MNL 

achieved a respectable Accuracy of 0.646 and Recall of 0.646, its Balanced Accuracy was 

relatively low (0.362). Most of the machine learning models evaluated, particularly the top 

performers like Adaboost, EBM, and CatBoost, demonstrated superior discriminatory 

power, achieving notably higher ROC AUC scores (e.g., 0.659 for Adaboost vs 0.597 for 

MNL) and often better overall results across other key metrics compared to this benchmark 

statistical approach. 

While Adaboost exhibited marginally higher performance in certain metrics, EBM was 

selected for further in-depth analysis of feature importance and model interpretation in the 

subsequent sections.  This choice prioritizes the inherent interpretability of the EBM 

model.  Despite a slight trade-off in purely predictive performance compared to the very 

top models, EBM offers a distinct advantage by providing transparent and understandable 

insights into the relationships between input features and model predictions.  This 
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interpretability is crucial for enhancing understanding and facilitating effective 

communication of model findings and for gaining deeper insights into the factors driving 

EV adoption choices. Therefore, EBM's strong overall performance, coupled with its 

inherent interpretability, justifies its selection as the primary model for detailed analysis 

and insight generation in the following sections. 

5.4.2  Results from Explainable Boosting Machine 

 

Figure 5.5 Global Feature Importance Plot for EV Choice Prediction from EBM 

Figure 5.5 illustrates the global feature importance as determined by the Explainable 

Boosting Machine in predicting EV choice, quantifying each feature's contribution to 

predicting the likelihood of a household choosing an electric vehicle. Population density is 

the most influential factor, a finding that aligns with observations that urban areas, typically 

characterized by high population densities, are often at the forefront of new technology 

adoption like EVs (Rahman et al,2025). This suggests that initiatives aimed at increasing 

EV adoption might be more successful in densely populated areas where supporting 

infrastructure can be efficiently developed, a point also underscored by research on urban 
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infrastructure supporting EV use (Almatar, 2024). Preferences for charging stations in 

various locations, such as workplaces, shopping malls, gas stations, en-route, and on-street, 

also play a significant role, emphasizing the importance of accessible and convenient 

charging options. The significance of charging station availability and accessibility as a 

predictor of adoption is well-documented, with studies highlighting it as a critical barrier 

or enabler (Mastoi et. al, 2023). Additionally, preferences for EV-related policies highlight 

the impact of governmental and institutional support. This finding is consistent with 

numerous studies that have identified government incentives and supportive policies as 

strong predictors of EV market penetration (Li et. al, 2022). Other factors with medium 

importance include household income, distance to charging stations, and years at the 

current location, indicating that economic considerations, proximity to charging 

infrastructure, and residential stability influence EV purchasing decisions. Factors like the 

type of dwelling, census tract group, and preferences for charging stations at grocery stores 

are relevant but less critical. Demographic factors such as the number of people, vehicles, 

and bicycles in a household, as well as home ownership status, show lower importance.  

As mentioned in Section 3.7, Explainable Boosting Machines (EBMs) were utilized to 

explore the influence of feature interactions on EV adoption. Interactions between the 

following three pairs of features were studied: ('Household income', 'Dist. to CS'), ('No. of 

vehicles', 'Household income'), and ('Population density', 'Household income'). The 

analysis indicated that the interactions within the ('Household income', 'Dist. to CS') and 

('Population density', 'Household income') pairs were influential in predicting EV adoption. 

Looking into individual features and their effects on model prediction, the following 

insights are observed. 

5.5  Policy Implications 

The partial dependence plots provide a wealth of insights that have direct policy 

implications for accelerating EV adoption in Halifax. The analysis begins with key 

demographic and spatial features. 



112 

 

 

Figure 5.6 Partial Dependence Plots for Key Demographic and Spatial Features: Population 

Density, Income, Distance to Charging Station, and Number of Vehicles. 

As shown in Figure 5.6, the plots indicate that households in densely areas with density 

exceeding 3000 per square kilometer, such as downtown Halifax, are more likely to 

purchase fully electric vehicles, likely because of better access to charging infrastructure 

and shorter travel distances. In addition, higher household incomes, particularly those 

above 100k CAD, are associated with a greater propensity to buy fully electric vehicles, 

while lower-income households are less inclined toward electrification. The plots also 

highlight that likelihood of EV purchase drops sharply beyond 5 km from a charging 

station. This threshold offers a practical metric for infrastructure planning. Planners could 

use the 5 km radius as a guideline for service coverage, prioritizing investments in 

underserved 'charging deserts' rather than adding more stations to areas that are already 

well-equipped. Moreover, households with larger vehicle fleets, particularly those with 

four or more vehicles, tend to favor fully electric vehicles over hybrids, which may suggest 

both a readiness to diversify their fleets and a stronger acceptance of EV technology. From 

these observations, policies should focus on enhancing charging infrastructure in densely 
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populated areas like downtown Halifax, implementing targeted financial incentives to 

improve affordability for lower-income households, and designing outreach programs that 

address the specific needs of larger households. 

 

Figure 5.7 Partial Dependence Plots for preference of charging stations at different locations 

Analysis of public charging station preferences, as visualized in the partial dependence 

plots, reveals a clear path for strategic infrastructure development.  The partial dependence 

plots robustly demonstrate that households with any positive preference for public charging 

– across locations like workplaces, shopping malls, grocery stores, on-street areas, en-route 

stops, and gas stations – are significantly more likely to adopt electric vehicles. Among 

these locations, workplaces and grocery stores consistently emerge as top priorities for 

charging station deployment, demonstrating the strongest positive partial dependence for 
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EV and hybrid vehicle adoption, particularly when these locations are generally ranked as 

highly desirable. Shopping malls and on-street locations represent a crucial secondary tier 

of preference, vital for a comprehensive charging network. Therefore, to effectively 

accelerate EV adoption, policy measures should prioritize a multi-faceted approach: 

aggressively expanding charging infrastructure, especially at workplaces and grocery 

stores, and strategically developing networks at shopping malls and in well-planned on-

street areas. 

 

Figure 5.8 Partial Dependence Plots for Home Ownership Status, Dwelling Type, EV 

Barriers, and Policy Preferences 

Beyond broad demographic factors and public charging preferences, deeper insights 

derived from analyses of home ownership, dwelling type, perceived EV barriers, and 

specific policy preferences (collectively examined through Figure 5.8 insights) further 

refine the understanding of EV adoption dynamics. Analysis of home ownership status 

indicates that homeowners demonstrate a greater propensity towards BEV adoption 
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(evidenced by a positive partial dependence of approximately +0.03) and HEVs (partial 

dependence ≈ +0.01) compared to renters. Conversely, renters exhibit approximately 19% 

lower odds of choosing a BEV (Odds Ratio [OR] ≈ 0.81 vs. homeowners) and 9% lower 

odds of choosing an HEV (OR ≈ 0.91 vs. homeowners). This quantifies renting status as a 

significant barrier to EV uptake. Further granularity is provided by dwelling type; single-

detached homes present the most favorable profile for BEV adoption (showing a positive 

partial dependence of approximately +0.05), whereas most other dwelling types, such as 

semi-detached homes (BEV partial dependence ≈ -0.8) and row houses (BEV partial 

dependence ≈ -0.4), are associated with a notably lower likelihood of adopting either HEVs 

or BEVs. This widespread reduced EV inclination across most non-single-detached 

housing points to systemic barriers, likely related to charging infrastructure feasibility. 

Consequently, policies must prioritize overcoming charging barriers for renters and 

residents of multi-unit dwellings (MUDs) through financial incentives for landlords/stratas 

and investment in community charging, while continuing to support home charging for the 

more BEV-inclined single-detached home segment. 

Understanding the primary reasons cited by non-BEV owners for not adopting a BEV 

(Figure 5.8) allows for a quantitative assessment of specific deterrents. Several barriers 

significantly reduce the likelihood of these households choosing an HEV over a 

conventional vehicle: a 'Lack of knowledge about EVs' makes households approximately 

70% less likely (OR ≈ 0.33) to choose an HEV, with similar reductions for concerns about 

'Long charging times' (OR ≈ 0.33) and notable reductions for perceived 'Difficult 

technology' (OR ≈ 0.61) and lack of No home/work charging' (OR ≈ 0.68). These barriers 

also show strong negative associations with BEV adoption potential. When 'Price' is cited 

as the primary barrier, it acts as a modest BEV deterrent (positive partial dependence for 

BEV deterrence ≈ +0.05). 'Insufficient range' emerges as a paramount BEV-specific 

deterrent, with a very strong negative association (partial dependence ≈ -1.1) with BEV 

adoption for non-BEV owners. Other factors such as a perceived 'Lack of options' and 'No 

public stations' also act as notable BEV-specific deterrents (positive partial dependence 

values of ≈ +0.4 and +0.3 respectively for these reasons being cited against BEV adoption). 

These findings underscore the need for impactful targeted education and awareness 

campaigns to improve HEV/BEV consideration by demystifying technology, managing 
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charging perceptions, and specifically addressing BEV range anxiety. This aligns with 

previous research highlighting the importance of clear communication for EV acceptability 

(Shetty et al., 2020). 

Stated preferences for policies (Figure 5.8) further illuminate pathways for targeted 

interventions. Policies directly stimulating BEV-specific interest include 'Purchase rebates,' 

which are strongly associated with households leaning towards BEV adoption (positive 

partial dependence ≈ +0.3), and a desire for general 'Access to stations' (partial dependence 

≈ +0.25). Conversely, policies like 'Highway stations' (partial dependence for HEV ≈ +0.3) 

and 'Apartment stations' (partial dependence for HEV ≈ +0.2) show stronger positive 

associations with HEV profiles than with BEV profiles. Preferences for 'Charging rate 

discounts,' 'EV parking,' and 'Home station discounts' are more strongly associated with 

households who currently have no EV plan, suggesting these policies might serve as initial 

incentives towards considering electrification, likely starting with HEVs. This necessitates 

strategic financial incentives; the strong association of "Purchase rebate" preference with 

BEV-leaning profiles supports their direct role in BEV uptake. To broaden appeal, 

especially to those swayed by operational cost savings, a multi-faceted financial strategy 

including robust BEV purchase rebates and pilot programs for reduced electricity tariffs 

for EV charging is warranted. Furthermore, a context-aware charging infrastructure 

development strategy is crucial. The desire for 'Access to stations' by BEV-leaning 

households supports general network densification for BEV viability, while the appeal of 

'Highway stations' to HEV-leaning profiles suggests their role in supporting longer 

electrified trips for this group. Addressing the critical barrier of 'No public stations' requires 

visible and reliable public infrastructure in diverse urban contexts. These quantitatively 

delineated barriers and policy preferences, many consistent in theme with broader EV 

adoption literature (Ruoso & Ribeiro, 2022; Pamidimukkala et al., 2024), offer a more 

precise understanding of how specific concerns impede HEV or BEV adoption. 

By leveraging these quantitative relationships, policymakers can design more effective, 

evidence-based strategies. This approach moves beyond broad recommendations to offer 

insights for interventions tailored to distinct consumer segments, their specific barriers to 
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HEV or BEV adoption, policy responsiveness, and the varied urban contexts within 

Halifax, thereby fostering a more rapid and equitable transition to electric mobility. 

5.6  Discussion and Conclusion 

This chapter demonstrates how interpretable machine learning can shed new light on the 

complex drivers of electric vehicle adoption at the household level in Halifax. By 

leveraging a comprehensive regional survey and systematically evaluating ten predictive 

models, the analysis revealed that Adaboost, Random Forest, and EBM performed most 

strongly, with EBM ultimately selected for its critical balance of predictive accuracy and 

interpretability. Notably, EBM made it possible to quantify the influence of core predictors, 

most prominently, population density, as well as household income, charging infrastructure 

preferences, spatial accessibility, and residential stability on EV adoption outcomes, 

offering transparent and policy-relevant insights grounded in rigorous statistical analysis. 

The study’s findings make clear that EV uptake is significantly amplified in denser urban 

environments and among higher-income groups, with lower adoption intentions 

consistently observed among households further from public charging infrastructure, 

renters, and residents of multi-unit dwellings. The model further reveals how socio-

demographic barriers, such as tenancy and housing type, and key attitudinal factors, such 

as range anxiety or perceptions of technological complexity, tangibly reduce the likelihood 

of EV adoption, underscoring the need for finely targeted interventions. By interpreting the 

results through partial dependence plots and quantifying odds ratios for identified barriers, 

the research not only pinpoints specific obstacles, but it also enables the prioritization of 

targeted, context-responsive policies ranging from expanding public and workplace 

charging options to designing incentives focused on lower-income and rental markets, and 

developing communication strategies to address technological skepticism. 

For policymakers and industry, these transparent, data-driven insights illuminate strategic 

levers for both consumer engagement and infrastructure planning. Initiatives such as 

workplace and community charging deployment, experiential education campaigns, and 

tailored rebates are supported by model evidence as effective ways to address Halifax’s 

urban EV adoption gaps. For industry stakeholders, segmenting the consumer base by 
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stated charging and policy preferences provides actionable pathways for more effective 

product development and outreach. Just as crucial, the study highlights the ongoing need 

for context-aware strategies, as regional heterogeneity in demographics and preferences 

indicates that a “one-size-fits-all” approach is unlikely to maximize sustainability 

objectives. 

Limitations remain, including a moderate ROC AUC ceiling that reflects the complexity 

of household decision-making and the constraints of survey-based, intention-driven data 

within Halifax. These factors point to the necessity of future research that extends sample 

coverage, incorporates observed behavioral data, and explores richer, contextually nuanced 

variables through stated preference experiments and advanced spatial analytics. 

Recognizing the difficulty of capturing all determinants of EV choice, future work should 

also consider the dynamic nature of policy impacts and the evolving technological 

landscape. Nonetheless, this research illustrates the real practical value of explainable 

machine learning, fnot just for prediction, but for uncovering actionable, nuanced 

relationships between urban context, social structure, and technology adoption. In doing 

so, it provides both a methodological platform for further research and a clear, evidence-

based roadmap for accelerating the equitable and sustainable growth of electric mobility in 

diverse Canadian urban settings. 
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Chapter 6  

Conclusion 

6.1  Research Summary 

This thesis developed and evaluated machine learning approaches for predicting three 

interconnected dimensions of urban systems: person’s activity scheduling, business 

economic activity, and household’s electric vehicle adoption. The research addressed 

critical gaps in urban modelling by demonstrating how advanced machine learning 

techniques can capture complex behavioral patterns while maintaining policy-relevant 

interpretability across multiple scales of urban prediction. 

The activity scheduling framework employed a two-phase methodology combining 

skeletal and comprehensive schedulers. The skeletal scheduler achieved 73.7% accuracy 

using Explainable Boosting Machines to provide transparent insights into demographic 

drivers, while the comprehensive scheduler leveraged cluster-informed bidirectional 

LSTM architecture to generate detailed 24-hour activity sequences at 15-minute resolution, 

achieving a Macro F1 score of 59.9%. This progression demonstrated systematic 

knowledge transfer between interpretable simplified models and sophisticated predictive 

architectures. 

For business activity prediction, the research developed complementary spatial and firm-

level forecasting approaches. Graph Neural Networks predicted business counts at the 

dissemination area level with R² of 0.739, while hierarchical Explainable Boosting 

Machines forecasted firm-level sales and employment with rigorous temporal validation 

across static, short-term, and long-range recursive scenarios. This multi-dimensional 

framework quantified how prediction errors cascade between economic dimensions and 

accumulate in multi-year forecasts. 

The electric vehicle adoption study employed explainable machine learning to predict 

household intentions for BEV, HEV, or conventional vehicle purchases. Population density 

emerged as the strongest predictor, followed by household income, charging infrastructure 

preferences, and spatial accessibility to charging stations. The analysis revealed distinct 
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barriers for different vehicle types and demographic segments, providing actionable 

insights for targeted policy interventions. 

6.2  Key Contributions 

This research makes four principal contributions to the field of urban analytics, directly 

aligning with the objectives established in Chapter 1. 

1. A Framework for Explainable Policy Analysis 

Addressing the need for transparency in urban modeling, this thesis establishes a 

consistent methodology for using EBM in policy-sensitive domains. Whether 

predicting household vehicle choice or firm-level sales, the research demonstrates 

that 'glass-box' models can match the accuracy of complex 'black-box' algorithms 

while offering full transparency. This contributes a replicable standard for 

extracting exact, non-linear relationships from raw data, such as the specific 

distance thresholds for EV charging, effectively bridging the gap between 

predictive analytics and evidence-based planning 

2. Hybrid Architecture for Activity Sequencing 

In alignment with the objective to advance activity-based modeling, this work 

introduces a novel method for integrating simple, interpretable models with 

sophisticated deep learning. By using the insights from a "skeletal" model to inform 

the design and clustering of a complex "comprehensive" scheduler (Bidirectional 

LSTM), the research proves that interpretability and simulation precision are not 

mutually exclusive. This hierarchical approach provides a blueprint for future 

models where transparent behavioral rules guide advanced neural networks. 

3. Rigorous Protocols for Temporal Validation 

Addressing the "calibration" challenges common in land-use modeling, this 

research established a strict testing framework for economic forecasting. Instead of 

relying on standard random data splits, the business activity module was tested 

against three distinct time horizons: static, short-term generalization, and long-

range recursive forecasting. This methodological contribution provides a realistic 

way to measure how prediction errors accumulate over time, offering planners a 

clearer understanding of the "shelf-life" and reliability of their forecast tools. 
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4. A Unified Multi-Scale Analytical Approach 

Unlike traditional studies that often isolate specific units of analysis, this thesis 

contributes a unified machine learning workflow applied across three distinct 

scales: the individual (activity scheduling), the firm (business dynamics), and the 

household (EV adoption). By successfully adapting consistent explainable 

techniques to these disparate scales, the research demonstrates that data-driven 

frameworks can handle the complexity of urban systems without requiring different 

theoretical models for every domain. 

6.3  System-Level Policy Synthesis 

The findings from the three research modules come together to offer a unified perspective 

on urban planning. By analyzing the results in concert, this research highlights three critical 

areas where behavioral patterns, economic activity, and infrastructure needs intersect. 

• Coordinating Energy Upgrades with Work Patterns: Effective energy planning 

requires knowing both where power is needed and when it is needed. The Business 

Activity model identifies the specific zones with high employment density. The 

Activity Scheduling model precisely maps the hours when people are at work. 

When combined with the EV Adoption finding that "workplace charging" is a top 

preference, a clear priority emerges. The municipality should prioritize electrical 

grid upgrades at the employment hubs identified in Chapter 4 to handle the morning 

charging surge predicted by the schedules in Chapter 3. 

• Managing Curb Space Conflict: A critical friction point appears when overlaying 

the model outputs. The Business model predicts that high-performing commercial 

zones will see a rapid rise in sales volume, which correlates with increased freight 

delivery traffic. At the same time, the Activity model predicts a high volume of 

"Maintenance" and "Shopping" trips that require customer parking. This synthesis 

suggests that successful commercial areas will face a direct conflict between 

delivery trucks and shopper vehicles. Planners must therefore enforce strict off-

street loading zones in these high-growth areas to prevent delivery trucks from 

blocking the access needed by customers. 



122 

 

• Bridging the Mobility Divide in Housing: The research reveals a compounding 

equity issue for residents in multi-unit buildings. The EV Adoption model identifies 

apartment living as a primary barrier to owning an electric vehicle due to charging 

difficulties. Simultaneously, the Activity model shows that vehicle ownership is the 

strongest predictor of a person's ability to complete complex daily schedules. This 

means apartment dwellers face a double disadvantage. They are structurally 

discouraged from owning EVs, yet without a vehicle, they are less likely to access 

diverse opportunities. To solve this, policy should incentivize shared electric 

mobility hubs specifically in high-density residential clusters, giving apartment 

residents access to vehicle mobility without requiring private ownership. 

6.4  Limitations and Future Directions 

Several limitations suggest promising research directions. The activity scheduling 

framework's difficulty predicting irregular, non-routine behavior highlights the need for 

dynamic adaptation mechanisms and online learning approaches that capture evolving 

activity patterns. Integration with multimodal travel demand models would enable 

assessment of network-level impacts and comprehensive evaluations of transportation 

interventions. Business forecasting models revealed challenges in long-range recursive 

prediction where errors accumulate across forecast horizons. Enhanced uncertainty 

quantification methods such as conformal prediction or Bayesian deep learning could 

provide probabilistic forecasts that explicitly characterize prediction confidence. 

Incorporating additional data sources like real-time economic indicators, satellite imagery, 

or mobile device analytics may improve accuracy and reduce uncertainty propagation. The 

EV adoption study's reliance on stated intention data rather than revealed preference 

observations presents inherent limitations. Future work should validate predictions against 

observed adoption patterns as Halifax's EV market matures, enabling calibration of 

intention-to-action conversion rates. Longitudinal tracking would provide valuable insights 

into how attitudes and barriers evolve over time. 

As data availability expands and computational efficiency improves, machine learning 

frameworks present distinct advantages over traditional econometric approaches for real-

time urban prediction. Unlike parameter-intensive economic models requiring months of 
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calibration and recalibration cycles when conditions shift, the modular ML components 

developed here can be continuously retrained and deployed at near-real-time speeds as new 

observations arrive, making them inherently suited to environments where rapid adaptation 

is essential. This capability directly addresses the calibration hell challenge, enabling urban 

planners to respond to emerging trends such as rapid EV adoption or remote work 

transitions without complete system rebuilds. Furthermore, the interoperable modular 

design offers a new paradigm for integrated urban systems modelling by composing 

standalone, interpretable prediction modules that can be developed, validated, and updated 

independently while remaining capable of future integration through shared data interfaces. 

This composable intelligence approach enables agile, stepwise system development where 

planners deploy only needed modules, extend capability incrementally, and adapt to 

context-specific requirements, representing a fundamental methodological shift from the 

rigid, all-encompassing models that have historically constrained urban analytics practice. 

Scalability assessments across diverse geographic contexts represent a critical research 

frontier for realizing this potential. Transfer learning approaches that leverage pre-trained 

models while adapting to local conditions may enable efficient deployment across multiple 

jurisdictions. Enhanced interpretability of deep learning architectures through attention 

mechanisms, layer-wise relevance propagation, or concept-based explanations could 

provide deeper insights into complex sequential decision processes and build stakeholder 

confidence in predictions. 

Finally, the fragmentation between activity scheduling, business forecasting, and mobility 

ownership modelling highlights the need for truly integrated urban intelligence systems. 

Future research should explore how predictions from one domain can inform and constrain 

predictions in others, creating internally consistent urban forecasting frameworks through 

agent-based microsimulation environments that incorporate machine learning components. 

Addressing equity and fairness considerations more explicitly through fairness-aware 

training constraints would ensure equitable predictions and help understand how 

infrastructure investments affect different communities. 
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