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Abstract

Collaborative filtering (CF) models typically undertake various tasks in large-scale

recommender systems (RecSys), such as providing low-rank embedding features or

generating candidate lists, making them an indispensable component of modern multi-

stage RecSys. Unfortunately, due to the nature of CF models modelling bipartite

interaction graphs, they lack flexibility in responding to user feedback, necessitating

extensive recalculations when new interaction data is received. In real-world RecSys,

data and user preferences change in real-time, further exacerbating the computational

burden and response delay when CF models handle dynamic updates. To address this

challenge, during my master’s program, I explored two research directions: unlearning

in RecSys and efficient model editing methods.

First, we used simple formulas to adjust candidate lists without modifying the

model for real-time user data unlearning requests. We proposed the Forgetting Sta-

bility Boundary (FSB) as the feasibility threshold for unlearning in RecSys. FSB is

a new metric for assessing the efficiency of machine unlearning in item-based recom-

mendation systems, determining when it is more resource-efficient than traditional

retraining. By analyzing various factors affecting RecSys machine unlearning be-

haviour, we found that the embedding dimension and cumulative interaction rate

(CIR) significantly impact unlearning performance. In FSB, simple formulas can

unlearn user data without modifying the model.

Second, we proposed an efficient model editing method for matrix factorization

(MF)-based collaborative filtering models, called Model Editing for Collaborative

Filtering (ME-CF), which reduces retraining costs through linear approximation. The

proposed method can approximate the latest user and item embeddings through linear

operations on the previously estimated MF model without retraining by fitting the

model with a small amount of data. ME-CF can accurately update embeddings by

solving quadratic equations, significantly reducing computational costs and update

time.

Our empirical evaluation of the proposed methods on three well-known bench-

mark datasets (such as Movielens and Amazon Software) demonstrates their sig-

nificant advantages over industry-standard full-model retraining methods. ME-CF,

in particular, substantially reduces computational costs and time while maintaining

high-quality embeddings. This makes it particularly suitable for rapidly changing

online recommendation services. This thesis posits that the proposed methods are

both feasible and effective in enhancing the adaptability and efficiency of collabora-

tive filtering models in large-scale recommender systems, offering new solutions for

practical applications with broad potential applicability.
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Chapter 1

Introduction

Even in the era of deep learning, classic Collaborative Filtering (CF) models, such

as Matrix Factorization (MF), remain the core component of large-scale recommen-

dation systems (RecSys) [23]. These models generate low-rank embeddings [44] and

create candidate shortlists [19], making them indispensable in modern multi-stage

RecSys. However, due to their inherent bipartite interaction graph modelling de-

sign, CF models often require frequent retraining to keep up with changes in user

preferences [29, 53]. The retraining process is notoriously time-consuming and com-

putationally expensive, significantly limiting the system’s ability to respond promptly

to shifts in user interests [34].

Machine unlearning is an emerging technology that effectively removes specific

data from machine learning models [6]. This technique is advantageous in scenarios

requiring deleting user privacy data or correcting erroneous data. Through unlearn-

ing, specific interaction observations can be removed from the training set without

requiring complete model retraining, enabling the model to adapt to data changes

quickly. This approach holds significant potential in real-time RecSys as it can sub-

stantially reduce computational costs and response times while maintaining user data

privacy and security. Due to pioneering research by Bourtoule and CaoYang, a new

method based on “machine unlearning” or “data deletion” techniques have been pro-

posed, effectively removing data from models while respecting user privacy and re-

ducing computational burden [6]. This approach is now collectively referred to as

machine unlearning.

Many cutting-edge research efforts focus on introducing general model editing

[31, 46], machine unlearning [13, 6], and incremental learning algorithms [12] to over-

come the retraining troubles in machine learning models. These algorithms support

a variety of application areas, including RecSys [5]. Several recent model editing ef-

forts [8, 51] have demonstrated significant efficiency in reducing the computational

1
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overhead of updating complex recommendation models, drawing great interest from

social media and e-commerce service providers. However, although existing methods

have achieved remarkable success in multiple applications, they generally aim to solve

the retraining challenge of neural network models [31]. Meanwhile, classic CF models

(e.g., MF) are outside their scope. Therefore, gaps in algorithm support make CF

models a significant computational bottleneck in updating multi-stage recommenda-

tion pipelines widely adopted in real-world applications.

1.1 Motivation

In recent years, RecSys has become an essential component of many online platforms,

such as e-commerce websites, streaming services, and social media. These systems

enhance user experience and engagement and significantly increase platform revenue.

RecSys’ success largely depends on its ability to adapt to changes in user preferences

quickly. However, user preferences are dynamic and can be influenced by various

factors, such as seasonal changes, the introduction of new products, and shifts in user

interests.

Traditional CF models, commonly using MF, face significant challenges in han-

dling these dynamic changes. Each time user preferences change, the models must be

retrained, which is time-consuming and computationally expensive and potentially

leaves the system unable to provide accurate recommendations during retraining.

This frequent retraining consumes considerable computational resources, limiting the

system’s response speed and efficiency. How to provide real-time feedback to changes

in user behaviour and preferences without compromising recommendation quality

remains a pressing issue in the field of RecSys.

Moreover, with increasing awareness of user privacy protection, updating models

while ensuring data privacy is crucial. Users may want their historical data deleted

from the system, requiring the model to remove these data effectively without affecting

overall performance. Traditional methods must be retrained to achieve this, but this

is not a sustainable solution. The pressing need for new technical approaches is

evident, and this thesis aims to address this need.

This thesis aims to develop an efficient and flexible model update method that

allows RecSys to quickly adapt to changes in user preferences while protecting user
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privacy. This can significantly improve the system’s real-time response capabilities,

reduce computational costs, and enhance RecSys’s overall performance. More impor-

tantly, it can lead to a higher level of user satisfaction, as the system will be able to

provide more accurate and personalized recommendations. By introducing machine

unlearning and model editing techniques, we hope to provide a feasible solution for

RecSys, achieving both theory and practice breakthroughs.

1.2 Research Objective

To address the inefficiency of traditional CF models in handling dynamic updates, we

primarily explored a straightforward approach that involves directly masking unnec-

essary information in CF model recommendations to achieve machine unlearning. We

compared this quick “unlearning” method, which does not alter the model, with the

traditional method of retraining the entire model. We examined factors influencing

the performance differences between these two approaches, such as various datasets,

the frequency of interactions between users and items, and other potential factors

within the model.

We identified a boundary within which the performance metrics of this method

are very close to those of the retrained model. We refer to this boundary as the For-

getting Stability Boundary (FSB) and provide a method for determining the FSB.

To test this, we used several well-known datasets, such as GoodBooks, Netflix, and

Movielens [17], simulating different unlearning scenarios to observe the effectiveness

of this method. When the unlearning rate remains within a specific threshold defined

by the FSB, it can effectively replace retraining, significantly reducing computational

costs while maintaining high predictive performance. Various factors influencing this

process include parameters such as the dimensionality of the underlying representa-

tions and the cumulative interaction rate (CIR). This method addresses the challenges

of machine unlearning, meets users’ real-time needs, and guides decision-making. Of

course, apart from the FSB, common retraining difficulties in machine learning models

still need to be mitigated.

Additionally, this thesis introduces Model Editing for Collaborative Filtering (ME-

CF), a low-cost algorithm designed for matrix factorization (MF). ME-CF can approx-

imate updated embeddings through linear operations on previously estimated models,
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significantly reducing computational costs. ME-CF operates under the assumption

of a linear relationship between the MF model trained on the retained interaction

dataset and the MF model trained on updated data observations [3]. More specif-

ically, the ME-CF method leverages the inherent structure of matrix factorization

techniques. By assuming a linear relationship between the original and updated in-

teraction matrix embeddings, updated user and item embeddings can be efficiently

approximated by solving quadratic equations using a small sample of interactions,

eliminating the need for traditional retraining.

The linearity assumption is empirically evaluated by:

• Visualizing the gap between the approximated and retrained models in 2D plots.

• Quantitatively demonstrating the fidelity of the ME-CF approximation to the

retrained model on three benchmark datasets.

Our quantitative evaluations support the validity of this seemingly arbitrary assump-

tion. Furthermore, ME-CF halved the re-estimation time of embeddings on bench-

mark datasets, and this advantage became more pronounced as the dataset size in-

creased. Given its rapid estimation capabilities, we also evaluated the performance

of ME-CF approximations on standalone recommendation tasks, showing that they

maintained a performance level similar to that of retrained models.

1.3 Contributions

Introduces the Forgetting Stability Boundary (FSB), a new concept for determining

the efficacy of unlearning techniques in CF models.

Develop the Model Editing for Collaborative Filtering (ME-CF) algorithm, which

efficiently updates model parameters without full retraining. ME-CF is the first model

editing approach in the literature that supports MF-based recommendation models

and does not rely on a message-passing-based incremental learning paradigm.

Conducts empirical validation of the proposed methods using multiple benchmark

datasets, demonstrating their effectiveness in reducing computational costs and main-

taining model accuracy. We performed comprehensive analyses and experiments to

evaluate the proposed methods from various aspects, including fidelity, efficiency, and

effectiveness.
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Provides a thorough analysis of the proposed techniques, highlighting their prac-

tical applications and potential for future research. Our research offers insights that

can aid further studies in this area.

1.4 Thesis Outline

The remaining parts of this thesis are outlined as follows:

• Chapter 2: Background and Related Work - Reviews related work in CF,

machine unlearning, and model editing.

• Chapter 3: Forgetting Stability Boundary - Describes the proposed For-

getting Stability Boundary (FSB) in detail.

• Chapter 4: Low-cost model editing - An in-depth introduction to the

Model Editing for Collaborative Filtering (ME-CF) approach.

• Chapter 5: Conclusion and Future Work - Summarizes the main findings

and contributions, and suggests directions for future research.



Chapter 2

Background and Related Work

Recommender systems are information filtering tools that enhance user experience

and satisfaction by providing personalized recommendations based on analyzing users’

historical behaviour and preferences [1]. They are widely used in e-commerce, social

media, and movie and music streaming platforms. The primary goal of recommender

systems is to increase user satisfaction and engagement, thereby boosting platform

revenue and competitiveness [35].

User interests and needs constantly evolve, influenced by seasonal trends, current

events, new product releases, and changes in personal taste. Therefore, recommender

systems must quickly adapt to these changes to ensure the accuracy and relevance of

their recommendations [14]. Additionally, as user privacy awareness grows, handling

data and model updates is crucial while protecting user privacy [10].

Research in recommender systems focuses on several key strategies to address dy-

namic changes, including model editing, incremental learning, and machine unlearn-

ing [39]. Model editing aims to correct prediction errors or update model parameters

without retraining the entire model, making it particularly suitable for applications

that require quick responses [32]. Incremental learning focuses on continuously in-

tegrating new data into existing models to avoid catastrophic forgetting [22]. This

approach periodically fine-tunes the model to adapt to users’ changing behaviour and

preferences. Machine unlearning techniques aim to efficiently remove the influence of

specific training data from models, fulfilling user data deletion requests and complying

with privacy regulations [7].

6
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2.1 Collaborative Filtering

2.1.1 Evolution of Recommender Systems

Recommender systems have evolved significantly since their inception, moving through

various stages of development as new technologies and methodologies emerged. The

primary goal of recommender systems is to filter and recommend items (e.g., prod-

ucts, movies, books) most likely to interest users based on their past behaviour and

preferences.

Recommender 
Systems

Content-Based 
Filtering

Collaborative  
Filtering 

Model-Based 
Filtering  

Memory-based 
Filtering

Modern 
Developments

User-Based

Item-Based

Matrix 
Factorization

User Clustering

Item Clustering

Deep 
Learning-Based 

Hybrid Models

Graph Neural 
Networks

Context-Aware 

Clustering 
techniques

Bayesian 
networks

Neural 
networks

Figure 2.1: Taxonomy of Recommender Systems

Early Recommender Systems The earliest recommender systems were based on

simple heuristics and manual rules. These systems relied on explicitly provided user

preferences and needed to scale better with increasing data and users.

Content-Based Filtering The next stage of evolution introduced content-based

filtering techniques, which recommend items similar to those the user has liked in

the past. These methods rely on the items’ features, such as keywords, genres, and
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descriptions. While effective, content-based Filtering often suffers from the “filter

bubble” effect, where users only recommend items similar to what they have already

seen.

Collaborative Filtering Collaborative Filtering (CF) emerged as a powerful al-

ternative to content-based methods. CF recommends items based on the similarity

between users or items, leveraging the collective preferences of many users. This

method can be broadly categorized into two types:

1. User-Based CF: Recommends items that similar users have liked.

2. Item-Based CF: Recommends items similar to those the user has liked.

CF became the dominant approach in the late 1990s and early 2000s, mainly due to

its ability to generate recommendations without requiring detailed item metadata.

2.1.2 Collaborative Filtering Techniques

Collaborative Filtering, as a well-known recommendation algorithm family, recom-

mends items based on similarity measures between users or item representations

that are solely estimated from user-item (U-I) interactions. From a linear algebra

perspective, the objective of the CF algorithm is to find a solution to the matrix

decomposition such that

R ≈ UV ⊤,

where R denotes a sparse matrix of U-I interactions, and U and V are user and item

embedding matrices, respectively. U-I matrix decomposition provides the basis for

CF techniques [41], which were the dominant framework for recommender systems

before the era of deep learning. Today, while matrix factorization-based CFs are no

longer state-of-the-art recommendation algorithms, they are still widely adopted in

modern large-scale multi-stage recommender pipelines. Their primary functionalities

include:

1. Offering low-rank embeddings for complex neural networks.

2. Reducing the number of candidates for recommendation.
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Both roles are indispensable as they effectively extract information from sparse obser-

vations and reduce the computational overhead of complex neural ranking systems.

2.1.3 Matrix Factorization Techniques

Matrix factorization has long been a cornerstone of collaborative filtering in recom-

mender systems, providing a robust solution to the problem of data sparsity. Several

matrix factorization techniques have been proposed over the last two decades, each

contributing unique advancements to the field.

Alternating Least Squares (ALS) ALS iteratively optimizes the user and item

matrices to minimize prediction errors, making it particularly effective for large-scale

datasets. This method reduces dimensionality and captures the most significant fea-

tures of the data.

Non-negative Matrix Factorization (NMF) NMF, proposed by Lee and Seung

(2001), imposes non-negativity constraints on the factor matrices, which makes the

resulting representations more interpretable [52]. This method has been successfully

applied in various recommendation scenarios.

Probabilistic Matrix Factorization (PMF) PMF, introduced by Salakhutdinov

and Mnih (2008), models the uncertainty in the latent factors using a probabilistic ap-

proach [37]. This method improves the robustness and accuracy of recommendations,

especially in sparse data scenarios.

Bayesian Pairwise Ranking (BPR) BPR, proposed by Rendle et al. (2009), is

a learning-to-rank method designed explicitly for implicit feedback datasets [33]. It

optimizes the pairwise ranking of items, which aligns well with the nature of implicit

feedback in recommender systems.

FunkSVD Simon Funk’s FunkSVD algorithm, popularized during the Netflix Prize

competition, demonstrated how matrix factorization could significantly improve rec-

ommendation quality [11]. FunkSVD minimizes the root mean squared error between
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predicted and actual ratings, showing that accurate predictions can be achieved even

with sparse data.

2.1.4 Principles of Training

Regardless of the matrix decomposition method employed, they all share the same

training principle: iteratively updating embeddings through message passing on the

bi-partite interaction graph representing user-item interactions until convergence.

These methods’ significant differences come from the constraints and objectives im-

posed on the desired embeddings.

2.1.5 Impact and Applications

Low-Rank Embeddings for Neural Networks Matrix factorization techniques

provide low-rank embeddings that serve as effective feature representations for more

complex neural network models. These embeddings help capture the data’s latent

structure, which is crucial for downstream tasks in multi-stage recommender systems.

Candidate Reduction By reducing the number of candidates, matrix factoriza-

tion methods efficiently narrow down the set of potential recommendations, thereby

reducing the computational burden on subsequent ranking stages. This is particularly

important in large-scale systems where the volume of data can be overwhelming.

2.1.6 Modern Developments in Recommender Systems(Extra Info)

Deep Learning-Based Approaches In recent years, deep learning has revolu-

tionized the field of recommender systems. Neural collaborative filtering (NCF) [18],

recurrent neural networks (RNNs), and convolutional neural networks (CNNs) have

been employed to capture complex user-item interactions and temporal dynamics.

These methods leverage vast amounts of data and powerful computational resources

to achieve superior recommendation performance compared to traditional CF meth-

ods.

Hybrid Models Hybrid recommender systems combine multiple recommendation

techniques to offset the limitations of individual methods. For instance, combining
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CF with content-based filtering or incorporating knowledge graphs [45] enhances the

system’s ability to understand item features and user preferences more comprehen-

sively.

Graph Neural Networks (GNNs) GNNs have emerged as a state-of-the-art ap-

proach for capturing the complex relationships in user-item interaction graphs [49].

By modelling high-order connectivity patterns, GNNs improve the accuracy and ro-

bustness of recommendations.

Context-Aware Recommender Systems Context-aware recommender systems

consider contextual information (e.g., time, location, device) to provide more relevant

recommendations [2]. This approach enhances the personalization of recommenda-

tions by considering the user’s current situation and preferences.

Collaborative filtering, especially matrix factorization techniques, has played a

foundational role in the development of recommender systems. While newer models

have emerged, the principles and methods developed in CF continue to influence

and enhance modern recommendation algorithms. Future research should integrate

these classic techniques with contemporary approaches to leverage their strengths and

address their limitations.

2.2 Model Editing for Recommender Systems

Model editing refers to augmenting pre-trained models to address failures that were

impossible to detect or anticipate during the model training time. This enables users

to correct inaccurate outcomes while leaving the model otherwise intact [32]. Al-

though the main research area of model editing is in large language models [46], its

concept has inspired many other research and application fields, where modifying

pre-trained models is preferable to starting the training process from scratch. In

recommender system research, several model editing strategies have been explored,

including Incremental Learning, Machine Unlearning, and Model Critiquing.
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2.2.1 Incremental Learning

Incremental learning, also known as continuous learning or lifelong learning, focuses

on continuously integrating new data into the existing model without triggering catas-

trophic forgetting of previously acquired knowledge. This approach is precious for

large-scale recommender systems that serve millions of users and operate offline,

where the model is trained on a static holdout dataset. Incremental learning helps

keep these systems up-to-date with periodic fine-tuning and minimal holdout data

samples (replay pool [42]).

Evolution and Development Incremental learning has evolved to address the

challenges of integrating new data while preserving existing knowledge:

• Early Techniques: Initial methods focused on simple additive models that

incrementally update weights based on new data.

• Advanced Methods: Techniques such as Fast Incremental MF and One-sided

LS have been developed to efficiently include new U-I interaction data and pro-

vide quick updates for new users or items [43, 50]. Fast Incremental MF consists

of the latest U-I interaction data into the alternative least square training scope,

allowing the model to be trained continuously without re-initialization. One-

sided LS extended it with one-side updates so new users or items can quickly

ramp up with predictive embeddings.

• Knowledge Distillation: Recent research has explored balancing the trade-

off between learning from the holdout dataset and new observations through

knowledge distillation [47, 21], leading to more efficient model updates.

• Detecting Preference Shifts: Techniques for detecting shifts in user prefer-

ences have been introduced to refine incremental learning models [25], creating

a more narrow but deeper research direction.

Limitations Despite its advantages, incremental learning faces several limitations:

1. Preserving partial original training datasets to prevent catastrophic forgetting.
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2. Iterative training steps are needed for convergence, which may reduce response

speed.

2.2.2 Machine Unlearning

Compliance has become a critical issue in modern recommender systems with the

rise of data privacy regulations like the General Data Protection Regulation (GDPR)

in the European Union, the California Consumer Privacy Act (CCPA) in the United

States, and the Personal Information Protection and Electronic Documents Act (PIPEDA)

in Canada. These regulations mandate that users have the right to remove their data

from systems, making efficient data removal techniques critical. In this complex

landscape, machine unlearning techniques have emerged as vital tools. They play

a crucial role in ensuring that sensitive or outdated data can be efficiently removed

from models, aligning with users’ rights to be forgotten.

Goals and Techniques The main goal of machine unlearning is to efficiently mit-

igate the influence of specific training data on a pre-trained machine learning model,

such that the modified model behaves the same as a model never trained on that

data [48]. While incremental learning (or decremental learning in this context) ap-

proaches can also achieve forgetting, they often face the challenge of keeping replay

samples that may violate emerging right-to-be-forgotten regulations [36, 30].

In recommender systems, machine unlearning means ensuring that, by removing

specific U-I interactions, the removed interaction observations no longer influence

future recommendations for users [7, 8].

Evolution and Development Machine unlearning techniques have evolved to en-

sure compliance with data privacy regulations:

• Initial Approaches: Early methods focused on removing data from training

sets and retraining models from scratch.

• Efficient Techniques: Advanced methods like RecEraser [8] and CABOOSE [38]

enable faster unlearning by dividing training data into shards or constructing
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specialized indices. RecEraser proposed dividing training observations into mul-

tiple shards and training a sub-model for each shard. When an unlearning re-

quest is received, the model abandons the corresponding sub-model to reflect the

unlearning demand quickly. CABOOSE constructs specialized user neighbour

indices with a heap data structure, speeding up unlearning.

• General Approaches: Recent developments such as AltEraser [26], Gra-

phEraser [54], and GNNDelete [9] have extended unlearning techniques to vari-

ous recommender system families, although they primarily support neural network-

based systems due to their need of estimating data influences [24].

Challenges Despite its advantages, machine unlearning faces several challenges:

1. Ensuring compliance with right-to-be-forgotten regulations while maintaining

model performance.

2. Addressing the need for specialized architectures to support efficient unlearning.

2.2.3 Model Critiquing

Model critiquing allows models to quickly respond to user feedback to correct estima-

tions of user preferences [28, 27]. This approach can be viewed as an implicit model

editing technique. With the rise of data privacy regulations like GDPR and CCPA,

ensuring models can be quickly and efficiently updated has become critical.

Evolution and Development Model critiquing has evolved from simple feedback

mechanisms to more sophisticated techniques:

• Early Feedback Systems: Initial systems allowed users to provide feedback

on recommendations, which was used to adjust future recommendations.

• Neural Network-Based Approaches: Modern methods apply primarily to

neural network-based recommender systems, enabling rapid adjustments based

on user feedback [28, 27].

Summarizing the above preliminary works, we highlight that although traditional

collaborative filtering algorithms have been widely applied in practice, it is challenging
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for the existing model editing approaches to support them, especially when the need

for constraints model editing requests:

1. Fast response,

2. Low cost, and

3. Compliance with right-to-be-forgotten regulations [36, 30].

Limitations Model critiquing has limitations:

1. Current methods do not support matrix factorization-like collaborative filtering

models.

2. Limited applicability to non-neural network-based systems.

These limitations motivated this study to explore more comprehensive and efficient

model critiquing methods.

In summary, while traditional collaborative filtering algorithms have been widely

applied in practice, existing model editing approaches face challenges in supporting

them, particularly when editing requests require:

1. Fast response.

2. Low cost.

3. Compliance with right-to-be-forgotten regulations.

The limitations of existing works motivated this study. Addressing dynamic changes

in user preferences can be achieved through methods that either modify the model

or do not. Non-editing methods offer rapid responses to real-time feedback with-

out altering the model’s structure, avoiding complex computations but potentially

lacking depth and adaptability. Though less immediate, editing methods provide

cost-effective updates to reflect new data, maintaining or enhancing long-term accu-

racy. A combined strategy can leverage the advantages of both approaches, using

non-editing methods for immediate needs and gradually optimizing the model with

editing techniques.
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2.3 Strategies of Recommender Systems for Dynamic Changes

In recommender systems, data and user preferences are dynamically changing. Effec-

tively handling these changes is crucial for improving recommender systems’ accuracy

and user satisfaction. Methods for handling dynamic changes in user preferences can

be categorized into two types: those that modify the model and those that do not.

Methods that do not modify the model rely on external mechanisms, such as imme-

diate filtering and caching with fast querying, to adjust the recommendation results

dynamically and avoid frequent model retraining. For instance, through blocklist

management and dynamic query adjustment, it is possible to handle user feedback in

real time without modifying the model, thus improving the response speed and user

satisfaction of the recommender system [20, 4].

On the other hand, methods that modify the model include parameter editing,

structural editing, and localized adjustments, which directly alter the internal param-

eters or structure of the model to reflect new information or preferences. Incremental

learning methods adapt to user changes through continuous model updates and lo-

calized parameter adjustments, preventing the model from becoming outdated [43].

Graph Neural Networks (GNN) can also utilize adaptive edge weighting and selective

graph updates to handle complex user-item relationships, thereby improving the ac-

curacy of recommendation results [49]. Model sparsification techniques reduce model

complexity through feature reduction and efficient parameter pruning, optimizing the

model’s performance and responsiveness [15, 16].

2.3.1 Model-Non-Modifying Methods

These methods adapt to changes without altering the internal structure or parameters

of the original recommendation model, using external mechanisms to adjust outputs.

Feedback-Based Immediate Filtering This approach excludes items that re-

ceive negative feedback from the recommendation list through real-time filtering

mechanisms, enhancing user satisfaction without modifying the underlying model.

• Blacklist Management: Items that receive negative feedback are dynamically

added to a block list. The recommendation engine excludes these items from
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Figure 2.2: Taxonomy of Dynamic Change Handling Methods in Recommender Sys-
tems

future recommendation lists, ensuring they are not presented to users again.

Research shows that this method can significantly improve user satisfaction

and the accuracy of recommendation results [20].

• Dynamic Query Adjustment: Feedback is processed in real-time using a

lightweight, responsive database system that adjusts the outputs based on cur-

rent user interactions and preferences. This method effectively reduces the

computational burden and improves system response speed.

Caching and Fast Querying These methods use advanced caching and optimized

querying to manage user feedback changes and support quick recommendations ad-

justments efficiently.

• Feedback Caching: Stores user feedback temporarily in a cache, allowing

the system to access and filter out unwanted items from the recommendations

quickly. This method ensures real-time responsiveness to user feedback.

• Index Optimization for Fast Retrieval: Implements optimized database
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indices to enhance the speed and efficiency of querying, ensuring that the rec-

ommendation process remains swift and responsive. This technique is fun-

damental in large-scale recommender systems, significantly improving system

performance and user experience [4].

2.3.2 Model-Modifying Methods

These methods involve direct modifications to the model to integrate new data or

adapt to changing user preferences effectively.

Incremental Learning

Incremental learning is a machine learning method that continuously integrates new

data, avoiding the need to retrain the entire model with each update. Incremental

learning updates model parameters gradually, allowing the model to evolve and adapt

to new user interactions and feedback, thus preventing the model from becoming

outdated.

• Continuous Model Updates: Model parameters are incrementally adjusted

in response to new user feedback, ensuring the model evolves continuously with

minimal latency. Vinagre et al. (2014) demonstrated the effectiveness of incre-

mental learning algorithms in large-scale recommender systems [43].

• Localized Parameter Adjustments: Focuses updates on specific model pa-

rameters that are directly impacted by recent user interactions, enhancing the

efficiency of the updates.

Graph Neural Networks (GNN)

Graph Neural Networks (GNN) are deep learning models that handle graph-structured

data. They effectively model complex relationships between users and items, dynami-

cally adjusting connections and weights within the graph structure to reflect updated

user preferences. Integrating GNNs with recommendation systems has become a

significant research direction in recent years, especially in handling large-scale inter-

action data [49]. Utilizing the flexibility of GNNs to adjust connections and weights
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within the graph structure based on new data allows for a more accurate reflection

of updated user preferences.

• Adaptive Edge Weighting: Modifies the weights of the edges in the graph

that connect user nodes to item nodes based on updated feedback, refining the

influence of these connections on the recommendation output [49].

• Selective Graph Updates: Updates only the parts of the graph that are

affected by recent changes, maintaining the overall efficiency of the model.

Model Sparsification

Model sparsification reduces the complexity of the model by selectively pruning out-

dated or irrelevant features and parameters, optimizing the model’s performance and

responsiveness. This method benefits large-scale recommender systems that require

efficient computation and quick response times.

• Feature Reduction: Removes less significant features from the model identi-

fied as irrelevant or redundant based on recent user feedback and interactions.

This method can significantly reduce the computational burden of the model

and improve response speed [15].

• Efficient Parameter Pruning: Prunes unnecessary weights from the model

to reduce complexity and enhance its execution speed, focusing on maintaining

model integrity and performance [16].

In recommender systems, addressing the dynamic changes in user preferences can

be accomplished through methods that either modify the model or do not. Meth-

ods that do not modify the model offer the advantage of rapid response to real-time

user feedback without altering the fundamental structure of the model, thus avoid-

ing complex computational processes. However, these methods have limitations in

adaptability and depth, potentially failing to fully leverage new data to optimize

the long-term performance of the recommender systems. Conversely, methods that

modify the model, though less immediate due to the need for adjusting model param-

eters or structure, are cost-effective compared to a complete retraining of the model.
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These techniques allow for partial updates of the model to reflect new user data,

thus maintaining or enhancing the accuracy of the recommender system without sac-

rificing depth and long-term learning capabilities. The choice between non-editing

and editing methods depends on the system’s requirements for immediacy, budget

constraints, and the importance placed on long-term performance optimization. Ide-

ally, a strategy that combines both methods would use non-editing approaches to

quickly address the most urgent user feedback while gradually refining and optimiz-

ing the model structure with editing methods to adapt to long-term changes in user

preferences.



Chapter 3

Forgetting Stability Boundary

3.1 How to Forget

To address the challenge of selectively forgetting specific items for a user in a col-

laborative filtering system, we introduce a refined approach that utilizes a vector

transformation to facilitate selective forgetting. For a particular user i, the interac-

tion matrix Ri, which represents the interactions between user i and various items,

is approximated by the product of user and item matrices:

Ri ≈ UiV
⊤,

where ui is the embedding vector representing user i, and V is the matrix of item

embeddings.

The selective forgetting mechanism is implemented by constructing a binary vector

fi where each entry corresponds to an item. To forget an item j, the entry fi[j] is set

to zero, while all other entries remain one:

fi[j] = 0 for forgotten items, and fi[j] = 1 otherwise.

The updated interaction matrix after applying the forgetting mechanism is com-

puted by element-wise multiplication of the original matrix with the modified vector:

R′
i = UiV

⊤ ⊙ fi, (3.1)

Where ⊙ denotes the Hadamard product, effectively setting the interactions with

the forgotten items to zero. This matrix operation ensures that the forgotten items

are excluded from subsequent recommendation processes, achieving the forgetting

without retraining the entire model.

21
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3.2 Stability Boundaries

Forgetting Stability Boundary (FSB) indicator established the feasibility of applying

unlearning methods.

Unlearning Rates (UR) and Cumulative Interaction Rate (CIR) are two

pivotal metrics used to define these boundaries. The Unlearning Rate (UR) quantifies

the proportion of items intended to be forgotten as a percentage of the total items:

UR =
Number of items to be forgotten

Total number of items
× 100%.

The Cumulative Interaction Rate (CIR) measures the interaction density across all

items intended to be forgotten, providing insight into how integral these items are to

the user experience:

CIR =

∑︁
interactions with items to be forgotten

Total interactions
.

These metrics are instrumental in setting the FSB. The FSB is defined as a threshold

value based on CIR. The forgetting process might significantly impact the model’s

accuracy and user satisfaction if the CIR exceeds this threshold. The threshold is

computed as follows:

FSB >=
CIR

Nitems × Sparsity
,

Where Nitems represents the total number of items, and ‘Sparsity’ denotes the pro-

portion of non-zero interactions within the interaction matrix. Maintaining the CIR

below this threshold ensures the forgetting process does not overly disrupt the sys-

tem’s effectiveness.

Constantly monitoring the CIR can adjust the suitability of the forgetting function

accordingly. This dynamic approach helps keep the model performance within an

acceptable range, allowing the system to adapt to user feedback without extensive

retraining. By carefully managing the balance between forgetting and retaining data,

we can ensure that the system remains robust and responsive to changes in user

preferences.
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3.3 Evaluation Metrics

Several evaluation metrics are utilized in this thesis to assess the effectiveness of the

proposed methods. Each metric provides insights into different aspects of recommen-

dation quality and accuracy. Below, we detail these metrics and their corresponding

formulas.

Root Mean Square Error (RMSE) RMSE is a standard measure of the accuracy

of predicted ratings. It quantifies the square root of the average squared difference

between the actual observed outcomes and the predictions made by the model:

RMSE =

⌜⃓⃓⎷ 1

N

N∑︂
i=1

(ri − r̂i)2

where ri are the actual ratings, r̂i are the predicted ratings, and N is the total number

of ratings.

Precision@k Precision@k measures the proportion of recommended items in the

top-k set that are relevant:

Precision@k =
|{relevant items} ∩ {recommended items in top-k}|

k

Recall@k Recall@k calculates the proportion of relevant items that are successfully

retrieved in the top-k recommendations:

Recall@k =
|{relevant items} ∩ {recommended items in top-k}|

|{relevant items}|

Normalized Discounted Cumulative Gain (NDCG@k) NDCG@k measures

the ranking quality by considering the position of correctly recommended items. It

is beneficial in scenarios where the order of recommendations is significant:

NDCG@k =
DCG@k

IDCG@k
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Where DCG@k (Discounted Cumulative Gain) is:

DCG@k =
k∑︂

i=1

2reli − 1

log2(i+ 1)

And IDCG@k is the ideal DCG@k, assuming all relevant items are ranked at the top.

Jaccard Similarity Jaccard Similarity measures the similarity between two sets

by dividing the size of the intersection by the size of the union:

Jaccard Similarity =
|{set A} ∩ {set B}|
|{set A} ∪ {set B}|

Kendall Tau Coefficient The Kendall-Tau Coefficient is a statistic used to mea-

sure the ordinal association between two measured quantities. It is a correlation

measure for ordinal data:

τ =
concordant pairs− discordant pairs

1
2
n(n− 1)

Where n is the number of elements in the set, concordant and discordant pairs are

pairs of elements in the same order or in different orders in the two rankings, respec-

tively.

These metrics collectively offer a comprehensive evaluation framework to assess

the performance of recommendation models across various dimensions, including ac-

curacy, relevance, and ranking quality.

3.4 Experimental Method

Our experiments are based on the FunkSVD[11] model, optimized for sparse matrices.

This model utilizes the following objective function:

L =
∑︂

(u,i)∈K

(Rui −U⊤
uVi)

2 + λ(∥Uu∥2 + ∥Vi∥2), (3.2)

Rui represents known user-item ratings, K is the dataset of these ratings, Uu and

Vi are user and item embedding vectors, and λ is a regularization parameter.
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3.5 Stability Boundaries of Machine Unlearning

3.5.1 Experimental Setup

Datasets

Our study was conducted using three benchmark datasets: Movielens-1M, GoodBooks-

10k, and Netflix Prize, each with unique characteristics in terms of user numbers, item

counts, and rating densities. GoodBooks-10k was limited to the first 10,000 users,

while the Netflix dataset was restricted to entries from 1999 to 2000. Ratings were

aggregated per user and ordered by timestamps to simulate real-world interaction

patterns. Table 3.1 outlines the dataset specifics, highlighting the sparsity and av-

erage rating density - key factors influencing recommendation system performance.

Table 3.1: Statistics for the Processed Datasets
Dataset # Users # Items # Training # Test
GoodBooks-10k 10000 9963 935226 233807
Netflix Prize 8228 4470 741296 185325
Movielens-1M 6040 3706 800167 200042

Evaluation Methodology

For our evaluation, we partitioned the interaction data from each dataset into an

80% training set and a 20% test set. Initially, we trained a baseline model using the

training set. Subsequently, we implemented the unlearning algorithm (Eq:3.1) on this

baseline model, hereafter referred to as the unlearning model. A subset of the training

data, representing a percentage of the total training data defined as the Unlearning

Rate (UR), was randomly removed to simulate data deletion. The remaining data was

used to train a new model, termed the retrain model. By comparing the performance

metrics of the unlearning and retraining models under various URs, we aimed to

identify the primary factors influencing the decline in performance of the unlearning

model. Critical factors considered included the dataset characteristics, the Latent

Factor, and the Cumulative Interaction Rate (CIR).
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3.6 Experiment Objectives, Breakdown, and Results

3.6.1 Impact of Different Datasets

The objective of this experiment is to evaluate the effectiveness of the machine un-

learning method in recommender systems, particularly in comparison to retraining

models under low unlearning rates. By comparing various performance metrics, such

as RMSE, precision, NDCG, Jaccard similarity, and Kendall Tau coefficient, the ex-

periment aims to verify the performance of the machine unlearning method across

different datasets. Additionally, the experiment seeks to determine an acceptable

FSB through statistical significance testing, ensuring that the machine unlearning

method can be an effective alternative to retraining.

Figure 3.1: Comparison of RMSE Differences Across Different Datasets

Multiple representative datasets were selected and retrained, and unlearning mod-

els were trained separately. The trained models underwent unlearning operations,

simulating scenarios where users delete, add, or modify interaction data. During

the performance evaluation phase, RMSE, precision, and NDCG were calculated and

compared for the unlearning and retraining models across different datasets. Jac-

card similarity and Kendall Tau coefficient were used to assess the consistency of

recommendation results between the two models. At the same time, P-value analysis

validated the statistical significance of the results at low unlearning rates. Finally, the

experiment results were used to determine an acceptable unlearning rate boundary

(FSB).

The experiment results indicate minimal differences in RMSE between the un-

learning and retraining models under various scenarios and low unlearning rates (Fig-

ure 3.1). The precision and NDCG metrics for the two models are also closely aligned
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Figure 3.2: Precision and NDCG on Each Dataset

Figure 3.3: Jaccard Similarity and Kendall Tau Coefficient on Each Dataset

(Figure 3.2). The Jaccard similarity values are close to 1, indicating high consistency

in the recommendation results. Although the Kendall Tau coefficient slightly de-

creases with increasing unlearning rates, the overall ranking consistency remains high

(Figure 3.3). P-value analysis shows that the similarities between the two models are

statistically significant at low unlearning rates. These results demonstrate that an

acceptable unlearning rate boundary (FSB) can be identified, ensuring that when the

CIR value satisfies the conditional inequality, the machine unlearning method can

effectively replace retraining. In summary, the experiment validates that the machine

unlearning method can be an effective alternative to retraining without significantly

compromising recommendation performance, thereby enhancing recommender sys-

tems’ real-time responsiveness and flexibility.

3.6.2 Impact of Embedding Dimensions

This experiment aims to evaluate the impact of embedding dimensions on the ef-

fectiveness of the machine unlearning method in recommender systems. Specifically,
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by comparing various performance metrics, such as RMSE, precision, NDCG, Jac-

card similarity, and Kendall Tau coefficient under different embedding dimensions (5,

10, 25), the experiment aims to verify the effect of embedding dimensions on model

complexity and unlearning sensitivity. Additionally, the experiment seeks to deter-

mine the influence of embedding dimensions on the acceptable Forgetting Stability

Boundary (FSB), optimizing model updates without complete retraining.

Figure 3.4: RMSE under Different Embedding Dimensions

Different embedding dimensions (5, 10, 25) were selected and retrained, and un-

learning models were trained for each dimension. The trained models underwent

unlearning operations, simulating scenarios where users delete, add, or modify in-

teraction data. RMSE, precision, and NDCG were calculated and compared during

the performance evaluation phase for the unlearning and retraining models under

different embedding dimensions. Jaccard similarity and Kendall Tau coefficient were

used to assess the consistency of recommendation results between the two models

under different embedding dimensions. Finally, the experiment results were used to

determine the impact of embedding dimensions on the acceptable unlearning rate

boundary (FSB).

The experiment results indicate that, under different embedding dimensions, the

complexity of the model increases with larger embedding dimensions, resulting in

higher RMSE (Figure 3.4). Precision and NDCG metrics perform better at higher

embedding dimensions, though the differences are insignificant (Figure 3.5). Jaccard

similarity values are close to 1 across different embedding dimensions, indicating high

consistency in recommendation results. Although the Kendall Tau coefficient slightly
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Figure 3.5: Precision and NDCG under Different Embedding Dimensions

Figure 3.6: Jaccard Similarity and Kendall Tau Coefficient under Different Embed-
ding Dimensions

decreases with increasing embedding dimensions, the overall ranking consistency re-

mains high (Figure 3.6). These results demonstrate that embedding dimensions sig-

nificantly affect the sensitivity of the unlearning model, with higher model complexity

leading to a narrower FSB range, thereby limiting the ability to update the model

without retraining. In summary, the experiment validates the impact of embedding

dimensions on the performance of the machine unlearning method, providing a basis

for optimizing model updates in recommender systems.

3.6.3 Study of the Relationship between CIR and FSB

The primary goal of this experiment is to assess the impact of Cumulative Interaction

Rate (CIR) and the number of items on the effectiveness of the machine unlearning

method in recommender systems. By comparing the RMSE under different CIRs and

item numbers, the experiment aims to confirm the influence of CIR and item numbers

on model performance. The ultimate aim is to establish an acceptable Forgetting

Stability Boundary (FSB) that allows for model updates without complete retraining.
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The experiment was structured into two sets. In the first set (Figure 3.7), we

identified six groups of items with the same number but different CIRs in three

datasets. In the second set (Figure 3.8), we identified six groups with the same CIR

but different numbers of items in each dataset and conducted a forgetting test.

During the performance evaluation phase, RMSE changes under different CIRs

and item numbers were compared and analyzed to assess the impact of CIR and item

numbers on model performance.

Figure 3.7: The Impact of CIR on RMSE

Figure 3.8: The Impact of Items Number on RMSE

The experiment results indicate that, for a fixed number of items, the difference

in RMSE increases with the CIR of the unlearned data for each group (Figure 3.7).

This demonstrates a positive correlation between CIR and RMSE of the unlearned

data. When CIR is constant, the model’s performance is not significantly affected by

the number of items, indicating that the model is more sensitive to items frequently

interacted with by users (Figure 3.8).

Overall, as long as the CIR of the unlearned data is lower than the CIR threshold

specified by the FSB, the performance difference between the unlearning model and
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the retraining model is negligible. This confirms that the unlearning model can be

an effective alternative to the retraining model under certain conditions.



Chapter 4

Low-cost model editing

Given a matrix factorization model fo = {Uo, Vo} trained on the original holdout U-I

interaction matrix Ro ∈ Zm×n and a set of model editing requests, the goal of this

study is to estimate the new model fe = {Ue, Ve} efficiently without retraining the

model on the updated interaction matrix Re

Re = Ro +R∆,

item1 item2 item3 ...

user1 5 4 ...

user2 5 ...

user3 1 3 ...

... ... ... ... ...

Original Matr ix

item1 item2 item3 ...

user1 -4 ...

user2 -3 ...

user3 5 ...

... ... ... ... ...

Change Matr ix

item1 item2 item3 ...

user1 5 ...

user2 2 ...

user3 5 1 3 ...

... ... ... ... ...

New Matr ix 

Forgotten: user1 removes item3 rating

Modified: user2 modifies item2's rating

Increment: user3 adds item1's rating

+

=

Figure 4.1: Illustrative Example of User-Item Rating Matrix Modifications.

Illustration of model editing requests on U-I Rating Matrices. The user ratings could
be in the range of [1, 5]. Incoming interaction matrix R∆’s value could be negative,
which means lowering the rating score of a user given to an item. E.g. modifying

product reviews after several months of usage. When the resulting rating becomes 0,
we treat it as the user removing this rating from their interaction history.

32



33

R∆ represents the editing requests in the U-I matrix sharing the exact shape of

Ro. In particular, an editing request entry r
(i,j)
∆ ∈ R∆ can fall into three categories,

representing different types of requests, such as (a) “Forget,” where users remove their

ratings; (b) “Add,” where new ratings are included; and (c) “Change,”where existing

ratings are adjusted. Compared to the original U-I interaction matrix Ro, the R∆ is

far more sparse, considering the number of model editing requests versus number of

interactions recorded in holdout data. Figure 4.1 illustrates a group of model editing

requests and how they are reflected in the updated interaction matrix Re.

4.1 Linear Assumption of Embedding Matrices

With the same training schema and hyper-parameter settings (e.g., initialization,

learning rate, regularization, training iterations.), one can perform matrix factor-

ization on matrices Ro,R∆, and Re respectively, resulting in the multiple pairs of

U-I embedding matrices (Uo, Vo), (U∆, V∆); and (Ue, Ve). Given the matrices as

mentioned above, we hypothesize that there is an approximately linear relationship

between the embedding matrices pairs, such that:

Figure 4.2: Analysis of Discrepancies between Approximate and Actual Embeddings
Demonstrative figure shows the failure of detailed approximation of embedding

matrices. While the embeddings’ update directions are majorly aligned between the
approximation and actual embeddings, the gap between them is still obvious.
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item1 item2 item3 ...

user1 * * 3 ...

user2 * * * ...

user3 * 4 * ...

... ... ... ... ...

factor1 factor1

user1 1.7690 0.5533

user2 * *

user3 1.8582 0.9239

... ... ...

=

item1 item2 item3 ...

user1 * * 3.09 ...

user2 * * * ...

user3 * 3.82 * ...

... ... ... ... ...

item1 item2 item3 ...

factor1 * 1.2924 1.5891 ...

factor2 * 1.5374 0.5150 ...

?

.

Figure 4.3: Reconstructing U-I Interaction Matrix with Approximated Embeddings
Demonstrative figure shows the approximated user and item embeddings are able to

reconstruct the updated U-I interaction matrix Re with second digit numerical
errors. The approximation is reasonably good with rounding operation.

Re = UeV
⊤
e ≈ Û eV̂

⊤
e , (4.1)

where Û e = Uo × α1 + U∆ × β1 (4.2)

V̂ e = Vo × α2 + V∆ × β2 (4.3)

and we use notation Û e and V̂ e to represent the approximations. α1, β1, α2, and β2

denote the coefficients of the linear approximation.

It is worth noting that we do NOT intend to enforce a detailed approximation

such that

Ue ≈ Û e or Ve ≈ V̂ e.

With a simple grid search on the detailed approximation, we note there is a visible

gap between such a detailed approximation with the actual embeddings learned from

scratch, as shown in Figure 4.2. However, with the same search method, we can find
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a decent set of coefficients to reconstruct Re surprisingly well with linearly approx-

imated Û e and V̂ e that obtained from Equation 4.2 and 4.3, as shown in Figure3.

This observation (along with quantitative evaluation listed in Section 4.2) empirically

aligns with our hypothesis.

4.2 How to Obtain a Set of Coefficients

Now, we describe Model editing for collaborative filtering (ME-CF), an efficient model

editing method for matrix factorization (MF). According to Equation 4.1, we note,

for an arbitrary user and item pair (i, j), the updated rating of the user i to the item

j could be expressed as an approximation of

r(i,j)e ≈ r̂(i,j)e = û(i)⊤
e v̂(j)

e (4.4)

Since both of the embeddings are assumed to be the linear interpolation of original

model and the ∆ model such that

û(i)
e = û(i)

o × α1 + û
(i)
∆ × β1 (4.5)

v̂(j)
e = v̂(j)

o × α2 + v̂
(j)
∆ × β2, (4.6)

we can extend Equation 4.4 with the following derivations

r(i,j)e ≈(û(i)
o × α1 + û

(i)
∆ × β1)

⊤(v̂(j)
o × α2 + v̂

(j)
∆ × β2)

=α1α2û
(i)⊤
o v̂(j)

o + α1β2û
(i)⊤
o v̂

(j)
∆ + β1α2û

(i)⊤
∆ v̂(j)

o

+ β1β2û
(i)⊤
∆ v̂

(j)
∆ .

At this point, the coefficients estimation problem falls into a quadratic minimization

problem

min
α1,β1,α2,β2

m∑︂
i

n∑︂
j

L(r(i,j)e , r̂(i,j)e )

s.t. r̂(i,j)e = α1α2û
(i)⊤
o v̂(j)

o + α1β2û
(i)⊤
o v̂

(j)
∆

+β1α2û
(i)⊤
∆ v̂(j)

o + β1β2û
(i)⊤
∆ v̂

(j)
∆ ,

(4.7)
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The loss function L could be the Mean Squared Error as typically used in the regres-

sion tasks.

Figure 4.4: Model Editing for Collaborative Filtering (ME-CF)

Since the optimization only involves four variables, we note that using only a

small amount of data to obtain a good estimation in practice (often less than 0.5% of
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Algorithm 1 Model Editing for Collaborative Filtering (ME-CF)

1: Inputs:
2: R∆: Change Matrix
3: Uo, Vo: Initial user-item embedding matrices
4: hyperparameters: Initialization, learning rate, regularization, training itera-

tions
5: Output:
6: Ue, Ve: Updated user-item embedding matrices
7:

8: Factorization:
9: (U∆, V∆)← Factorize(R∆)
10: Data Sampling:
11: C ← Sample(0.5%, Re, Uo, Vo, U∆, V∆)
12: Optimization Initialization:
13: steps ← [50, 100, . . . , end of C]
14: best RMSE ←∞
15: best coefficients ← (α1, β1, α2, β2)
16: Coefficient Optimization:
17: for step in steps do
18: data subset ← C[step]
19: (α1, β1, α2, β2)← Optimize(data subset)
20: RMSE ← Compute RMSE using Eq. (3.8)
21: if RMSE < best RMSE then
22: best RMSE ← RMSE
23: best coefficients ← (α1, β1, α2, β2)
24: end if
25: end for
26: Model Reconstruction:
27: (Ue, Ve)← ReconstructModel(best coefficients, Uo, Vo, U∆, V∆)
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total samples on benchmark datasets) is possible. The optimization task can converge

with a few steps of auto-differentiation. It is worth noting that, while the proposed

approach requires conducting matrix factorization on editing requests, the matrix R∆

is far more sparse and with less user/item involved in it than fully updated matrix

Re, leading to a much efficient solution for updating embeddings.

4.3 Evaluation Metrics

In order to assess the effectiveness of the proposed methods in this thesis, several

evaluation metrics are utilized. Each metric provides insights into different aspects

of recommendation quality and accuracy. including RMSE, NRMSE, Precision@k,

Recall@k, Jaccard Similarity, and Kendall Tau Coefficient. Detailed explanations of

these metrics and their corresponding formulas can be found in Section 3.3. Below

is a detailed explanation of the R-squared (R²) Value metric and its corresponding

formula.

R-squared (R²) Value The R² value, also known as the coefficient of determi-

nation, measures the proportion of the variance in the dependent variable that is

predictable from the independent variable(s):

R2 = 1−
∑︁N

i=1(ri − r̂i)
2∑︁N

i=1(ri − r̄)2

where ri are the actual ratings, r̂i are the predicted ratings, N is the total number of

ratings, and r̄ is the mean of the actual ratings.

R² value can be used to determine the linear relationship between two matrices.

When the R² value is close to 1, it indicates a strong linear relationship between

the two matrices; when the R² value is close to 0, it indicates a weak or no linear

relationship.

These metrics collectively offer a comprehensive evaluation framework to assess

the performance of recommendation models across various dimensions, including ac-

curacy, relevance, and ranking quality.
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4.4 Experimental Method

Our experiments are based on the FunkSVD[11] model, optimized for sparse matrices.

This model utilizes the following objective function:

L =
∑︂

(u,i)∈K

(Rui −U⊤
uVi)

2 + λ(∥Uu∥2 + ∥Vi∥2), (4.8)

Rui represents known user-item ratings, K is the dataset of these ratings, Uu and

Vi are user and item embedding vectors, and λ is a regularization parameter.

4.5 Experiment Objectives, Breakdown, and Results

4.5.1 Experimental Setup

Datasets

We conducted experiments on three real-world public datasets: Movielens-1M, Movielens-

10M, and Amazon-Software. These datasets are commonly used in recommendation

system evaluations, allowing for comparison with other studies. The basic information

of these datasets is presented in Table 4.1.

Table 4.1: Statistics of the Datasets.
Dataset #user #item #interaction Sparsity
MovieLens-1M 6040 3706 1000209 0.04468363
MovieLens-10M 69878 10677 10000054 0.01340333
Amazon-Software 21663 375146 459435 0.00005653

Evaluation Methodology

We divided the interaction data from each dataset into a 70% training set and a

30% test set, ensuring that the split was made chronologically to reflect real-world

scenarios. We established five data extraction scenarios to simulate three user-item

dynamics: “Forget,” “Add,” and “Change,” as detailed in Table 4.2. These scenarios

were tested in six replications, producing thirty experiments per scenario. The results

were analyzed using a 95% confidence interval.
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Table 4.2: Simulation of Different Scenarios on the Dataset
Scenario Description Repetitions
Forget 5% of users 6
Forget 5% of items 6
Forget 3% of users and 5% of items 6
Forget 5% of items for 8% of users 6
Forget 8% of users for 5% of items 6
Add 6% of users 6
Add 6% of items 6
Add 5% of users and 6% of items 6
Add 8% of items for 5% of users 6
Add 5% of users for 8% of items 6
Change 5% of items for 5% of users 6
Change 8% of items for 5% of users 6
Change 5% of items for 8% of users 6
Change 8% of items for 13% of users 6
Change 13% of items for 8% of users 6

Evaluation metrics included Normalized RMSE and R2 for linear relationships and

Precision@k and Recall@k for recommendation accuracy, using Jaccard similarity and

Kendall tau coefficient to compare model consistency.

4.5.2 Verify the Linear Relationship of the Embedding Matrix

This experiment aims to verify the existence of a linear relationship between embed-

ding matrices under specific conditions. This relationship is crucial for ensuring the

model editing method can effectively approximate updated embeddings without full

retraining.

We decomposed matrices Ro, R∆, and Re to obtain the respective user and item

embedding matrices: Uo, Vo; U∆, V∆; and Ue, Ve. We then employed the least squares

method [40] to fit Uo, U∆, and Ue to find the optimal coefficients α and β and calculate

Û e. Subsequently, we calculated the Normalized RMSE and R2 values between Ue

and Û e. The same approach was applied to Vo, V∆, and Ve. The existence of a linear

relationship was assessed by examining the Normalized RMSE and R2 values.
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Figure 4.5: Verification of The Linear Relationship

When the Normalized RMSE value is relatively low, and the R2 value is close

to 1, it typically indicates the presence of an effective linear relationship between

embedding matrices. This was validated by comparing experimental results across

different scenarios, as shown in Table 4.3.

Table 4.3: Linear Relationship with 95% Confidence Interval
Dataset Scenario NRMSE R2

Forget 0.0272±0.0019 0.9283±0.0081
Movielens-1M Add 0.0318±0.0023 0.9113±0.0100

Change 0.0361±0.0023 0.8991±0.0121
Forget 0.0270±0.0024 0.9132±0.0128

Movielens-10M Add 0.0307±0.0028 0.8927±0.0163
Change 0.0335±0.0032 0.8806±0.0198
Forget 0.0106±0.0009 0.9780±0.0027

Amazon-Software Add 0.0125±0.0011 0.9750±0.0030
Change 0.0309±0.0040 0.8064±0.0473

The Normalized RMSE and R2 values indicate the strength of the linear relation-

ship under various scenarios. For instance, the “Forget” scenario consistently showed

linear solid relationships across all datasets. While the “Add” and “Change” scenarios

demonstrated slight variations, the relationship remained stable, particularly under

the “Add” scenario. The most significant changes were observed in the “Change”

scenario for the Amazon-Software dataset, where the R2 value notably decreased,

reflecting a substantial impact on the linear relationship due to the complexity of the

changes.
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These findings confirm that, under specific conditions, a linear relationship exists

between the embedding matrices, supporting the feasibility of the proposed model

editing method. This relationship enables efficient updates to the model without

complete retraining, enhancing the system’s responsiveness and flexibility.

4.5.3 Data Volume and Coefficient Correlation

This experiment aims to validate the efficacy of Model Editing for ME-CF in deter-

mining appropriate coefficients with a small proportion of data. This method pri-

marily employs regression to minimize discrepancies between predicted and observed

outcomes. While this approach diverges from traditional equation-solving processes,

it facilitates efficient coefficient extraction by utilizing a consistent subset of the ma-

trix Re, emphasizing that it is unnecessary to extract the entire dataset. Accurate

coefficient determination can be efficiently achieved by randomly selecting a specific

proportion of the data.

The experimental method involves extracting data at varying proportions from

0.05% to 100% to form the constant set and solve for coefficients. Subsequently, these

coefficients are used to construct the embedding matrices Û e and V̂ e, based on which

a model is generated. RMSE is then calculated on the Re dataset. By plotting the

relationship curve between the data extraction proportion and the minimum RMSE,

the analysis determines whether coefficients obtained from smaller data proportions

can ensure that the model achieves a lower RMSE on the Re dataset.

Figure 4.6: The Minimum RMSE Across Various Datasets
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The analysis of the minimum RMSE across various datasets, as shown in Fig-

ure 4.6, indicates that when the data sampling rate starts from a lower value (such

as 1%), the ME-CF achieves lower RMSE values on the Re dataset. As the data

sampling rate increases, the lines representing various user-item dynamic scenarios

tend to flatten. This finding indicates that the ME-CF can accurately capture the

linear relationships between embedding matrices even with only 1% of the data used.

In the “Forget” scenario, the RMSE values for the Movielens-1M and Movielens-10M

datasets are 0.84 and 0.79, respectively, while the RMSE for the Amazon-Software

dataset is 0.41. Under the “Add” and “Change” scenarios, although the RMSE val-

ues are relatively high, no significant decrease in RMSE is observed as the sampling

ratio increases. Therefore, we conclude that small-scale data sampling is sufficient for

accurately determining coefficients, significantly reducing the time required for model

reconstruction.

4.5.4 Performance and Efficiency

The third experiment assesses the effectiveness of the Model editing for collaborative

filtering (ME-CF) in tracking changes within user-item matrices. This experiment

compares the ME-CF model’s performance and similarity metrics against a retrained

model. Table 4.4 and Figure 4.7 display the recommendation precision and recall

for the top N recommendations, set at 10 and 50, across three datasets, alongside

similarity metrics and a comparison of time consumption.

From Table 4.5, we observe that in the “Forget” scenario, ME-CF generally outper-

forms the retrained model regarding Precision and Recall metrics, maintaining high

recommendation Precision. In the “Add” and “Change” scenarios, ME-CF’s perfor-

mance is less consistent, with a noted dip in the “Add” scenario for the Movielens-1M

dataset. Despite this, ME-CF demonstrates an impressive Jaccard similarity across

all scenarios and datasets, indicating a significant overlap in the recommended item

sets of both models. This high Jaccard similarity reassures the audience about the

reliability of ME-CF. The Kendall tau coefficient values further highlight the consis-

tency in the order of recommended lists between the two models.

Figure 4.7 illustrates that ME-CF consistently requires less computation time

across all scenarios than the retrained model, emphasizing its efficiency.



44

Table 4.4: Performance and Similarity Metrics in Test Dataset with 95% Confidence
Interval. Precision (P@10, P@50), Recall (Recall@10, Recall@50)

Dataset Scenario Model P@10 P@50 Recall@10 Recall@50

Forget
Retrain 0.506±0.003 0.304±0.003 0.265±0.002 0.359±0.003
ME-CF 0.519±0.002 0.316±0.002 0.274±0.001 0.373±0.002

Movielens
1M

Add
Retrain 0.518±0.001 0.315±0.001 0.273±0.000 0.372±0.000
ME-CF 0.500±0.006 0.303±0.004 0.262±0.004 0.358±0.005

Change
Retrain 0.479±0.006 0.292±0.003 0.253±0.003 0.346±0.004
ME-CF 0.476±0.007 0.282±0.006 0.244±0.005 0.329±0.007

Forget
Retrain 0.367±0.002 0.218±0.002 0.231±0.002 0.286±0.003
ME-CF 0.414±0.001 0.258±0.001 0.271±0.001 0.343±0.001

Movielens
10M

Add
Retrain 0.377±0.000 0.226±0.000 0.239±0.000 0.296±0.000
ME-CF 0.395±0.005 0.245±0.003 0.257±0.004 0.325±0.005

Change
Retrain 0.353±0.004 0.213±0.002 0.225±0.002 0.280±0.003
ME-CF 0.366±0.007 0.221±0.006 0.232±0.006 0.288±0.008

Forget
Retrain 0.068±0.000 0.053±0.000 0.093±0.001 0.105±0.001
ME-CF 0.073±0.000 0.057±0.000 0.102±0.001 0.113±0.001

Amazon
Software

Add
Retrain 0.071±0.000 0.056±0.001 0.098±0.000 0.110±0.000
ME-CF 0.072±0.003 0.057±0.003 0.100±0.007 0.112±0.006

Change
Retrain 0.083±0.002 0.069±0.002 0.124±0.004 0.139±0.004
ME-CF 0.115±0.002 0.102±0.002 0.187±0.003 0.205±0.004

Figure 4.7: Comparison of Model Time Consumption with 95% Confidence Interval
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Table 4.5: Similarity Metrics of Dataset with 95% Confidence Interval. Jaccard
Similarity (JS), Kendall Tau Coefficient (KTC)
Dataset Scenario JS@10 JS@50 KTC@10 KTC@50

Forget 0.859±0.008 0.968±0.003 0.740±0.014 0.840±0.014
Movielens-1M Add 0.782±0.030 0.952±0.008 0.601±0.054 0.749±0.042

Change 0.730±0.013 0.939±0.004 0.507±0.022 0.680±0.020
Forget 0.887±0.010 0.978±0.003 0.774±0.020 0.859±0.017

Movielens-10M Add 0.814±0.032 0.963±0.007 0.630±0.062 0.762±0.049
Change 0.819±0.012 0.965±0.002 0.631±0.023 0.762±0.018
Forget 0.992±0.000 0.998±0.000 0.931±0.002 0.950±0.002

Amazon-Software Add 0.992±0.000 0.998±0.000 0.927±0.004 0.944±0.004
Change 0.983±0.001 0.997±0.000 0.832±0.009 0.864±0.008

In summary, ME-CF effectively maintains the similarity of recommendation lists

and offers a substantial efficiency advantage, making it a viable method for managing

large-scale and evolving datasets.
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Conclusion and Future Work

5.1 Conclusion

In this thesis, we systematically evaluated the effectiveness of the machine unlearning

method in recommender systems through three experiments focused on the Stabil-

ity Boundaries of Machine Unlearning. The results demonstrated that regardless of

different datasets, embedding dimensions, or variations in CIR and item numbers,

the machine unlearning method can maintain performance comparable to that of re-

training models, provided that the CIR of the unlearned data is below the threshold

specified by the Forgetting Stability Boundary (FSB). These findings confirm the

feasibility of the machine unlearning method as an effective alternative to retrain-

ing models, particularly in enhancing recommender systems’ real-time responsiveness

and flexibility. The introduction of FSB ensures that the unlearning process does not

compromise system stability and user satisfaction while protecting user privacy. This

research provides significant insights and practical guidelines for optimizing model

updates in large-scale recommender systems.

We also proposed Model Editing for Collaborative Filtering (ME-CF), a novel

algorithm for matrix factorization that addresses the current gap in model editing

literature for recommender systems. Despite its simplicity, ME-CF is applicable for

many large-scale multi-stage recommendation pipelines. The method assumes a linear

relationship between the MF model trained on a holdout interaction dataset and the

one trained with updated data observations.

Our research yielded several key findings:

• Linear Relationship Verification: We confirmed a linear relationship be-

tween embedding matrices under specific conditions, supporting ME-CF in ef-

ficiently updating embeddings without complete retraining.

46
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• Data Efficiency: ME-CF demonstrated the ability to achieve accurate coeffi-

cient determination with a small proportion of data (as low as 1%), significantly

reducing the time required for model reconstruction.

• Performance and Consistency: ME-CF maintained high recommendation

accuracy and consistency across different scenarios, often outperforming the

retrained model while requiring less computation time.

The ME-CF method proposed in this thesis significantly contributes to collabo-

rative filtering and recommender systems by offering an efficient alternative to model

retraining. This method enhances the system’s real-time responsiveness and flexibil-

ity in adapting to changes in user preferences, which is critical for maintaining user

satisfaction and engagement in dynamic environments.

5.2 Future Work

Future work can further explore FSB’s application in different recommendation al-

gorithms and investigate the long-term impacts of frequent unlearning operations on

system performance and user experience. Specific suggestions include:

• Exploring FSB in More Recommendation Algorithms: Applying FSB

to a broader range of recommendation algorithms to validate its generalizability

and effectiveness.

• Assessing Long-term Impacts of Frequent Unlearning: Conducting long-

term experiments to study the effects of frequent unlearning operations on sys-

tem performance and user satisfaction.

• Developing Adaptive FSB Mechanisms: Creating dynamic adjustment

mechanisms for FSB thresholds based on real-time data to enhance system

flexibility and response speed.

Additionally, further research can optimize ME-CF by:

• Exploring Its Application in More Complex Scenarios: Investigating

the performance of ME-CF in scenarios with more dimensions and complex

user behaviours.
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• Integrating with Advanced Technologies: Combining ME-CF with deep

learning and graph neural networks to improve overall performance and recom-

mendation quality.

• Studying the Impact of User Interactions and Feedback: Analyzing

how different types of user interactions and feedback affect the efficiency and

accuracy of ME-CF.

• Cross-disciplinary Applications: Exploring the application of ME-CF in

various fields such as e-commerce, social media, and online education to validate

its effectiveness in diverse scenarios.

• Adaptive Mechanisms in Dynamic Environments: Developing adaptive

mechanisms for ME-CF to automatically adjust and optimize in dynamic data

environments, enhancing real-time responsiveness and flexibility.

This study provides new solutions for real-time updates and user privacy pro-

tection in recommender systems, offering broad application prospects and theoret-

ical value. The proposed ME-CF model is precious in supporting many matrix

factorization-based collaborative filtering systems, showcasing its practical applica-

tion potential in managing large-scale and dynamic datasets.
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